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We propose an approximation scheme for two important but difficult single-product inventory systems,

specifically, the lost-sales system and the perishable product system. The approach is based on quadratic

approximations of cost-to-go functions within the framework of Approximate Dynamic Programming via

Linear Programming. We propose heuristics and evaluate their performance against existing heuristics.

Numerical results show promise in our approach.

1. Introduction

Periodic-review inventory models with positive lead times can be hard to solve. The difficulty

arises from the high number of state variables needed to represent the pipeline inventories of

different ages. Dynamic programming for such a model therefore suffers from the so-called “curse

of dimensionality.” An exception is inventory control with back orders. In this case, it is well-known

that we can reduce the state to a single variable called the inventory position, and the optimal

policy takes the simple form of base-stock structure. This lovely reduction does not work for many

other systems, however, including systems with lost sales or a perishable product having a limited

lifetime. This paper proposes an approximate solution framework to for these two problems.

In a system with lost sales, the state of the system is described by a vector with the number of

dimensions equal to the periods of lead time. The vector contains the on-hand inventory and also all

the outstanding replenishment orders in the pipeline. The structure of the optimal policy has been

partially characterized in Karlin and Scarf (1958), Morton (1969), and Zipkin (2008b). A numerical

evaluation of existing plausible heuristics by Zipkin (2008a) has found room for improvement even

for fairly short lead times. For example, one of the best performing policies, namely the Myopic2

policy, is computationally expensive and its performance appears to deteriorate as the lead time

increases.

A perishable inventory system has multidimensional states even with zero lead time. The state

of the system contains information on the age distribution of the inventory. Most of existing works

on perishable inventory focus on this setting, including the analysis of the optimal policy structure

and development of heuristics. A perishable product with long lifetime is not of particular interest,
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since it tends to resemble a non-perishable one. What really complicates the problem is a positive

lead time. Even partial characterization of the optimal policy has been developed only very recently

by Chen et al. (2014b), and a heuristic policy that works is yet to be proposed.

These two inventory systems share an interesting structure: the corresponding cost-to-go func-

tions, with certain transformations of state variables, are L\-convex (Zipkin 2008b, Chen et al.

2014b). L\-convexity is a concept from discrete convex analysis that implies convexity, submod-

ularity, and diagonal dominance. This structure of cost-to-go functions reveals structural charac-

terizations of the optimal policies. In this paper, we propose an approximation scheme for these

systems that exploits this structure.

The heuristics are based on quadratic approximation of L\-convex cost-to-go functions, together

with the Approximate Dynamic Programming via Linear Programming (ADP-LP) method

(de Farias and Van Roy 2003b). The set of L\-convex quadratic functions, it turns out, can be lin-

early parameterized in a simple way, and this representation forms the basis of the approximation.

For the lost-sales system, we propose several heuristic policies from the approximate cost func-

tion. A direct greedy policy (LP-Greedy) derives the order quantity using the approximate cost-

to-go function from ADP-LP as the continuation function. It is essentially a generalized base-stock

policy which depends on a “twisted” inventory position that is linear in all outstanding orders.

There is also a “second-degree” greedy policy (LP-Greedy-2) where we use the optimal objective

function of the greedy policy as the next period’s cost-to-go. The linear-quadratic structure can be

further exploited by applying value iterations to the quadratic approximate cost function obtained

from the ADP-LP. This creates an entire class of order-up-to policies ranging from LP-greedy

which is linear in all but the first state variable, to a policy we call TL that is non-linear in all

state variables. We also have a one-step-further greedy policy, which we call TL+1, that searches

the best order quantity using the objective function from TL as the cost-to-go function. We also

consider an alternative greedy policy (LP-q̂-greedy) associated with a different accounting scheme.

Similar heuristics can be applied to the perishable inventory problem. Specifically, we have a

class of policies ranging from LP-greedy to what we call TΛ, which, for the perishable inventory

system, can be also interpreted as base-stock policies. We also have a perishable inventory version

of the TL+1 policy. To the best of our knowledge, these are the very first heuristics proposed for the

perishable inventory model with positive lead times. We also propose a myopic policy, MyopicMC,

which is a natural extension of the myopic heuristic introduced by Nahmias (1976a), but with lead

times.

In the numerical study, we evaluate the heuristics against benchmark heuristics, namely, the

myopic policies for the lost-sales system, and MyopicMC for the perishable inventory.
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The results show that all the heuristics for the lost-sales system outperform myopic policies with

comparable computation complexities. Among these, two policies, namely TL+1 and LP-q̂-greedy

consistently outperform Myopic2, and generate costs that are very close to a modified myopic

policy introduced in a recent paper by Brown and Smith (2014). Our heuristics for the perishable

inventory problem outperform benchmarks in a majority of parameter settings.

1.1. Literature Review

The lost-sales model with positive lead time is first formulated by Karlin and Scarf (1958) and

further explored by Morton (1969). The base-stock policy is found not optimal for such systems,

and the optimal order quantity is partially characterized as decreasing in all pipeline inventories,

with increasing but limited sensitivity from the most dated to the most recent order. Morton (1969)

also derives bounds for the optimal policy and suggests such bounds could be used as a simple

heuristic known as the standard vector base-stock policy. Various other heuristics have been pro-

posed. Morton (1971) studies a single-period myopic policy based on a modified accounting scheme,

which is extended by Nahmias (1976b) to more general settings. Levi et al. (2008) introduce a dual

balancing policy that is guaranteed to yield costs no greater than twice the optimal. Asymptotic

analysis has been done in both directions of lead time and penalty cost. The order-up-to policies

were found by Huh et al. (2009) to be asymptotically optimal as the penalty cost increases. On the

other hand, Goldberg et al. (2012) shows asymptotic optimality of constant-order policies proposed

by Reiman (2004) for large lead times. Zipkin (2008a) evaluates the performance of various heuris-

tics and compares them with the optimal policy for lead times up to four. He finds that base-stock

policies perform poorly, and a two-period horizon version of Morton (1971)’s myopic policy, namely

Myopic2, generally performs best among all heuristics studied. In a recent development, Brown

and Smith (2014) propose a modified myopic policy with a linear terminal cost and demonstrate

that with a good choice of the terminal cost, this heuristic can outperform Myopic2. We contribute

to the body of work on heuristics for the lost-sales model by introducing a class of well-performing

policies that preserve the structural characterization of the optimal policy.

Most literature on perishable inventory control focuses on systems with zero lead time. The

earliest work dates back to Nahmias and Pierskalla (1973), which studies a system of a single

product with two periods of lifetime. Nahmias (1982) provides a review of early literature. More

recent works are summarized in Nahmias (2011) and Karaesmen et al. (2011). Most recently, Chen

et al. (2014b) partially characterize the optimal policies in a far more general setting that allows

positive lead times, either backlogging or lost-sales for unmet demand, as well as joint inventory

and pricing decisions. As for heuristics, the benchmark policy is still a myopic approximated base-

stock policy by Nahmias (1976a) for the zero lead-time case. It appears that the policy we propose

in this paper is the first for positive lead times.
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Our work relies on the L\-convex structure of cost-to-go functions. The concept of L\-convexity,

developed by Murota (1998, 2003, 2005) in the area of discrete convex analysis, was first introduced

to inventory management by Lu and Song (2005) in a study of assemble-to-order systems. Since

then, Zipkin (2008b) reveals the L\-convexity structure for lost-sales systems, which helps recover

and extend earlier results by Karlin and Scarf (1958) and Morton (1969). Huh and Janakiraman

(2010) extends the analysis to serial inventory systems. Pang et al. (2012) applies the approach

to joint inventory-pricing problem for back order systems with leadtimes, and Chen et al. (2014b)

further extend it to perishable inventories for both backorder and lost-sales cases. For computation,

Chen et al. (2014a) propose an approximate dynamic programming scheme for finite-horizon prob-

lems with L\-convex cost-to-go functions based on recursively applying a technique of extending

an L\-convex function to a multidimensional domain from a finite number of points. Our work

is tailored for infinite-horizon problems, and our approach is based on parametric approximation

(specifically, quadratic approximation) of L\-convex cost functions. We also derive intuitive and

easy to implement heuristics based on the approximation.

Our framework is based on the Approximate Dynamic Programming approach using Linear Pro-

gramming (ADP-LP). The method is studied in de Farias and Van Roy (2003b) for the discounted

problem, and in de Farias and Van Roy (2003a, 2006) for the average cost problem. For simplicity,

we present the model and approach in discounted models, although our numerical studies are based

on long run average cost objectives. In computation, we actually also use the discounted approach

to approximately solve long run average objectives. In principle we can also directly use methods

for long run average problems, but this involves more fine tuning in the algorithms.

1.2. Organization and notation

The remainder of the paper is organized as follows. Section 2 lays out the model setup of the

lost sales system with positive lead time. We then introduce the approximation scheme in Section

3. Section 4 presents heuristics. In Section 5, we extend the approach to the perishable inven-

tory control problem. Numerical studies for both problems are presented in Section 6. Finally, we

summarize and give concluding remarks in Section 7.

Throughout the paper, for vectors a and b, we use a ∨ b and a ∧ b to represent element-wise

maximum and minimum between a and b, respectively. When a and b are scalers, they are simply

a∨ b= max(a, b) and a∧ b= min(a, b). We further denote a+ as max(a,0), and a− as −min(a,0).
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2. The Lost Sales Inventory Model

The model setup and notation closely follow Zipkin (2008b). Consider the standard, single-item

inventory system in discrete time with lost sales. Denote

L= order lead time.

dt = demand in period t.

zt = order at time t.

xt = (x0,t, x1,t, · · · , xL−1,t) where x0,t is the inventory level at time t

and x1,t = zt+1−L, · · · , xL−1,t = zt−1

ρt = x0,t− dt

The state of the system is represented by the L-vector xt which includes the inventory level on

hand as well as orders of the past L− 1 periods. Its dynamics follow

xt+1 =
(
[x0,t− dt]+ +x1,t, x2,t, · · · , xL−1,t, zt

)
.

For generic state variables stripped of time indices, we have

x+ =
(
[x0− d]+ +x1, x2, · · · , xL−1, z

)
.

We will use such generic variables unless time indices are unavoidable. By default we treat such

state vectors as column vectors in matrix operations. Next we introduce two different state trans-

formations following Zipkin (2008b). First, we can transform the state to be represented by a vector

s = (s0, · · · , sL−1), where sl =
∑L−1

τ=l xτ , 0≤ l < L, are the partial sums of pipeline inventory levels.

The dynamics of the new state vector are

s+ =
(
[s0− s1− d]+ + s1, s2, · · · , sL−1,0

)
+ zeL ,

where eL is the L-dimensional vector of 1s. Alternatively, the state can be represented by vector

v = (v0, · · · , vL−1), where vl =
∑l

τ=0 xτ , 0≤ l < L. Let y= vL−1 + z be the order-up-to quantity, the

dynamics of v are

v+ =
(
v1, · · · , vL−1, y

)
− (v0 ∧ d)eL ,

Both the s and v state systems offer some crucial structural properties. We will be mainly working

with the v state, but will refer to x and s at various points.
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Let

c= unit cost of procurement.

h(+) = unit cost of holding inventory.

h(−) = unit cost penalty of lost sales.

γ = discount factor.

We assume that the procurement cost is paid only when the order arrives. Two different accounting

schemes are commonly used in the dynamic programming formulations of this system. One is

relatively straightforward, counting the ordering cost γLcz, and the expected holding-penalty cost

E
[
h(+)ρ+ + h(−)ρ−

]
, as the single period cost, denoted by q0(v0). (Note that ρ= v0 − d.) We call

this the q-scheme. Let f(v) be the optimal cost-to-go function under this scheme, it satisfies the

following Bellman equation:

f(v) = min
z≥0

{
γLcz+ q0(v0) + γE

[
f(v+)

]}
.

Let f̄(s) = f(s0 − s1, s0 − s2, · · · , s0 − sL−1, s0), which is the optimal cost function with respect to

the s states.

In the alternative accounting scheme, which we refer to as the q̂-scheme,1 we assign period t+L’s

expected holding-penalty cost to period t, since it is affected by the ordering decisions in period

t and before. Meanwhile, the ordering cost is adjusted by the difference between the expected

procurement costs on the beginning-of-the-period inventory levels of periods t+L and t+L+ 1.

That is, we let

ĥ(+) = h(+)− γc,

q̂0(v0) = cv0 +E
[
ĥ(+)ρ+ +h(−)ρ−

]
,

q̂(v, z) = γLE
[
q̂0(v0,+L)

]
.

The single-period cost is thus q̂(v, z). The optimal cost-to-go function under this accounting scheme,

denoted by f̂(v), satisfies

f̂(v) = min
z≥0

{
q̂(v, z) + γE

[
f̂(v+)

]}
.

Zipkin (2008b) shows that the cost-to-go function f̄(s) of the lost-sales inventory model based

on state vector s in the q-scheme is L\-convex. As a reminder, the definition of L\-convex function

is:

Definition 1 (L\-Convexity, Zipkin (2008b)). A function f : RL → R is called L\-convex if

the function ψ(v, ζ) = f(v− ζeL), ζ ≤ 0 is submodular on RL×R−.
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The cost-to-go function f(v) on variable v is also L\-convex.

Theorem 1 (L\-Convexity of the Lost-Sales Model in the v State). Cost-to-go function

f(v) for the lost-sales system is L\-convex.

Our approximation procedure can be based on either the s state, or the v state. In order to be

consistent with later developments, we focus on the v state. Before that, we first introduce some

existing heuristics for the lost sales problem.

2.1. Benchmark heuristics

Here we present some existing heuristics studied in Zipkin (2008a), namely the standard vector

based stock (SVBS) policy , the Myopic and Myopic2 policies, and the Brown-Smith modified

myopic policy (B-S Myopic), some of which will be used as benchmarks to compare with our

approach, or useful in our approximation scheme.

SVBS is arguably the easiest to implement heuristic, and provides an upper bound for the

optimal order quantity according to Morton (1969). Define s̄ = (s,0) = (s0, s1, · · · , sL−1,0), ϑ =

(c+ h̄(+))/(h̄(+) +h(−)), and d[l,L] =
∑L

k=l d+k for l= 0, · · · ,L. Now set

s̄SVBS
l = min

{
s : P[d[l,L] > s]≤ ϑ

}
, l= 0, · · · ,L.

At state s, the order quantity is

z(s) =
[
min{s̄SVBS

l − s̄l, l= 0, · · · ,L}
]+
.

The two myopic policies correspond to the q̂-accounting scheme introduced earlier. Myopic policy

selects the order quantity z to minimize the single period cost of the transformed problem, q̂(v, z),

and Myopic2 is defined by

z(v) = arg min
z≥0

{
q̂(v, z) + γE

[
q̂∗(v+)

]}
,

in which q̂∗(v) = minz≥0

{
q̂(v, z)

}
is the minimized single period cost from Myopic. Myopic and

Myopic2 are quite intuitive, and arguably the best performing ones studied in Zipkin (2008a).

Although Myopic2 always outperforms Myopic, it is computationally more cumbersome compared

to the latter, and can be impractical when the set of states becomes large.

Brown and Smith (2014) suggest a modified version of the Myopic policy. The objective function

of the original Myopic policy is

q̂(v, z) =E
[
cv0,+L + ĥ(+)ρ+

+L +h(−)ρ−+L

]
=E

[
cv0,+L +h(+)ρ+

+L +h(−)ρ−+L + γ(−cρ+
+L)
]
.

Brown and Smith (2014) propose a line search for an alternative term to replace the parameter c

in the salvage value cρ+
+L above for better performance.
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3. Approximation

We now develop the Linear Programming approach to Approximate Dynamic Programming (ADP-

LP), based on de Farias and Van Roy (2003b).

3.1. Linear Program for Approximate Dynamic Programming

First we briefly describe the ADP-LP in a general framework. Consider a discrete-time infinite

horizon dynamic program (DP) with state space V ⊆ RL. For each state vector v ∈ V, an action

vector a is chosen from the set of available actions Av ⊆ RK , which incurs a single-stage cost of

g(v,a). Let v+ denote the next period’s state, which follows the state transition v+ = v+(v,a, ω),

where ω is a random variable, whose distribution only depends on v and a. Letting γ denote the

discount factor, the optimal discounted cost function f(v) satisfies the Bellman equation

f(v) = min
a∈Av

{
g(v,a) + γE

[
f(v+)

]}
.

When sets V and Av are finite, f(v) is the solution to the following linear program (LP):

maximize
{f(v):v∈V}

∑
v∈V

wvf(v)

subject to f(v)≤ g(v,a) + γE
[
f
(
v+(v,a, ω)

)]
∀v ∈ V,a∈Av.

where {wv}v∈V are some state-relevance weights. In this exact formulation, these weights can be any

positive numbers. This LP has as many decision variables as the number of states in the original

DP problem. And there is a constraint for each state-action pair. As our focus is on problems with

high dimensional state space (large L), solving this exact LP can be impractical.

Consider a linearly parameterized class of functions f̃(v) =
∑M

m=1 rmfm(v) to approximate the

cost-to-go function f(v), where the fm are pre-defined “basis functions” and rm are their linear

coefficients. This yields a Linear Program for Approximate Dynamic Programming (ADP-LP):

maximize
{rm}Mm=1

M∑
m=1

rm

(∑
v∈V

wvfm(v)
)

subject to
M∑
m=1

rmfm(v)≤ g(v,a) + γE
[ M∑
m=1

rmfm
(
v+(v,a, ω)

)]
∀v ∈ V,a∈Av,

which only has M decision variables. The number of constraints, however, remains large. Therefore

we shall sample the constraints. Unlike the exact formulation, here the choice of state-relevance

weights can affect the quality of the solution. We will also use sampling approaches to generate

the weights.
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3.2. Quadratic Approximation for L\-Convex Cost-to-Go functions

There are three key components in the ADP-LP approach that we need to specify. First, we need a

class of basis functions whose span is rich enough to mimic the shape of the cost-to-go function, but

small enough that the number of decision variables can be reduced to a manageable level. Second,

the state-relevance weights, which have a potentially significant impact on the approximation

quality, need to be determined. Last, the original ADP-LP has a constraint for each feasible action

in each state. We need to identify and impose only a subset of these constraints to keep the linear

program computationally tractable.

3.2.1. Basis functions For the first issue, we propose a special class of quadratic functions

to approximate the cost-to-go function of the lost-sales model. When a quadratic function is L\-

convex, it has the following property.

Proposition 1 (Murota (2003)). A quadratic function f̃(v) is L\-convex if and only if

f̃(v) =
L−1∑
l=0

µlv
2
l +

∑
l,k:l 6=k

µlk(vl−vk)
2 +

L−1∑
l=0

λlvl + ν

for some {µl}L−1
l=0 ≥ 0, {µlk|l 6= k} ≥ 0, {λl}L−1

l=0 and ν.

In matrix notation, define vector λ and matrix Q to be

λ= (λ0, λ1, · · · , λL−1), and Q=
∑
i

µiE(i) +
∑
i,j:i 6=j

µijE(ij) ,

in which matrix E(i) is an L×L matrix with zero components except the ith diagonal component,

which is 1; E(ij), on the other hand, is a zero matrix except the ith and jth diagonal components

taking value 1 and the i, jth and the j, ith components taking value −1. According to Proposition

1, a quadratic L\-convex function can be expressed as v>Qv+λ>v+ ν .

The starting point of our approach is to approximate the quadratic L\-convex function as a

linearly parameterized function following Proposition 1, with {µl}L−1
l=0 , {µlk|l 6= k}, {λl}L−1

l=0 , and ν

as the linear coefficients. Applying such an approximation in the original DP yields the following
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ADP-LP formulation:

maximize
{µl}

L−1
l=0

{µlk|l 6=k}
{λl}

L−1
l=0

, ν

∑
v∈V

wv(
L−1∑
l=0

µlv
2
l +

∑
l,k:l 6=k

µlk(vl−vk)
2 +

L−1∑
l=0

λlvl + ν)

subject to
L−1∑
l=0

µlv
2
l +

∑
l,k:l<k

µlk(vl−vk)
2 +

L−1∑
l=0

λlvl + ν

≤ γLcz+ q̂0(y) + γE
[L−1∑
l=0

µlv
2
l,+ +

∑
l,k:l<k

µlk(vl,+−vk,+)2

+
L−1∑
l=0

λlvl,+ + ν
]

∀v ∈ V,0≤ z ≤ zSVBS(v)

µl ≥ 0 ∀l= 0, · · · ,L− 1

µlk ≥ 0 ∀l, k : l < k

The number of decision variables is reduced to (L+ 1)(L+ 2)/2, from potentially exponential in L

in the original LP.

3.2.2. State-relevance weights and constraint sampling Let u∗ denote the optimal pol-

icy of the DP and πu∗ be the steady-state distribution of states under u∗. de Farias and Van Roy

(2003b) suggest wv be as close to πu∗ as possible for good approximations. Although πu∗ is not

available, we often can find a heuristic policy û, and approximate its steady-state distribution πû.

The hope is that the steady-state distributions πû and πu∗ are close to each other. For our problem,

we propose to generate a sample of states V û by simulating a long trajectory of states under some

easy to implement and fairly well-performing heuristic policy û. We then use the sample state

distribution π̂û as the state-relevance weights wv. In the lost-sales problem, for example, we can

use some existing heuristics, such as SVBS or Myopic, which are easy to implement, to generate

sample states.

de Farias and Van Roy (2004) also discuss imposing only a sampled subset of the constraints,

and conclude that a good sampling distribution should be close to πu∗ as well. Thus a sample

of states generated by a well-performing policy, call it V û, would be a reasonable choice for the

constraints. This is what we do.
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To summarize, the linear programming problem we ultimately solve is

maximize
{µl}

L−1
l=0

{µlk|l 6=k}
{λl}

L−1
l=0

, ν

∑
v∈Vû

(
L−1∑
l=0

µlv
2
l +

∑
l,k:l 6=k

µlk(vl−vk)
2 +

L−1∑
l=0

λlvl + ν)

subject to
L−1∑
l=0

µlv
2
l +

∑
l,k:l<k

µlk(vl−vk)
2 +

L−1∑
l=0

λlvl + ν

≤ γE
[L−1∑
l=0

µlv
2
l,+ +

∑
l,k:l<k

µlk(vl,+−vk,+)2 +
L−1∑
l=0

λlvl,+ + ν
]

+ γLcz+ q̂0(y) ∀v ∈ V û,0≤ z ≤ zSVBS(v)

µl ≥ 0 ∀l= 0, · · · ,L− 1

µlk ≥ 0 ∀l, k : l < k

(3.1)

Let {µ̃l}L−1
l=0 , {µ̃lk|l 6= k}, {λ̃l}L−1

l=0 , and ν̃ be the solution to the linear program (3.1). We thus

obtain the following quadratic approximation of the cost-to-go function f(v), represented in a more

compact matrix form,

f̃ADP(v) = v>Q̃v+ λ̃
>
v+ ν̃ ,

where the vector λ̃ and matrix Q̃ are defined as

λ̃= (λ̃0, λ̃1, · · · , λ̃L−1) , Q̃=
∑
i

µ̃iE(i) +
∑
i,j:i 6=j

µ̃ijE(ij) .

4. Heuristics for the Lost Sales System

In this section, we develop several heuristics for the lost-sales model based on the quadratic approx-

imation f̃ADP obtained as above. Since the SVBS policy is easy to compute and bounds the optimal

order quantity from above, we use it as an upper bound for all of the following policies.

4.1. LP-Greedy Policy

The approximate cost-to-go function f̃ADP immediately yields the following heuristic, in which the

ordering quantity is determined by

zLPg(v) = arg min
0≤z≤zSVBS

{
γLcz+ q0(y) + γE

[
f̃ADP(v+)

]}
We call it the LP-greedy policy. Due to the linearity of both the single period cost and the state

transition function in the decision variable z, the policy has a closed-form expression. For notational

convenience, for a vector v, we denote vm:n to represent subvector (vm,vm+1, · · · ,vn). Similarly,
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for a matrix Q, notation Qm:n,s:t represents its submatrix with rows m,m+ 1, . . . , n and columns

s, s+ 1, . . . , t.

We further define vector κ= (κ0, · · · , κL−1) and scaler ς such that

κ0 = κ1 =
µ̃L−1

µ̄
, κl =

µ̃L−1 + 2
∑l−2

ι=0 µ̃ι,L−1

µ̄
, ∀l= 2, · · · ,L− 1, and ς =

−λ̃L− γL−1c

2µ̄
, (4.1)

in which the denominator

µ̄= µ̃L−1 + 2
L−2∑
ι=0

µ̃ι,L−1 . (4.2)

Proposition 2. The order quantity following the LP-greedy policy is

zLPg = 0∨ ẑLPg ∧ zSVBS (4.3)

in which

ẑLPg(x) = ς −κ0E
[
[x0− d]+

]
−κ>1:L−1x1:L−1 .

Note that the order quantity ẑLPg, without the upper and lower bounds, is almost linear in the

state variables. More specifically, let ṽ= κ0E
[
[x0− d]+

]
+κ>1:L−1x1:L−1, which is a κ1:L−1-weighted

sum of vector
(
E
[
[x0− d]+

]
+x1, x2, · · · , xL−1

)
. This vector, in turn, is the expected next period’s

pipeline inventories without the current period’s order quantity. If we consider this ṽ a “twisted”

inventory position, the LP-greedy policy can be interpreted as a generalized base-stock policy where

the constant term ς serves as the order-up-to level.

Since 0≤ κ0 = κ1 ≤ · · · ≤ κL−1 ≤ 1 and 0≤ dE
[
[x0− d]+

]
/dx0 ≤ 1, we have

−1≤ dẑLPg

dxL−1

≤ · · · ≤ dẑLPg

dx0

≤ 0 ,

which echoes the previously mentioned monotone sensitivity result derived in Karlin and Scarf

(1958), Morton (1969) and Zipkin (2008b).

4.2. LP-Greedy-2 Policy

Following the LP-Greedy policy, we define

fLPg(v) =γLczLPg(v) + q0(y) + γE
[
f̃ADP

(
v+(v, zLPg, d)

)]
Given that zLPg has a closed-form expression, it is very easy to compute fLPg(v). This implies an

extension of the LP-greedy policy by solving the following single dimensional optimization problem.

min
0≤z≤zSVBS

{
γLcz+ q0(y) + γE

[
fLPg(v+)

]}
We call the solution to this problem LP-greedy-2 policy, since it essentially solves a two-period DP

with f̃ADP as the terminal cost.
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4.3. TL policy

The quadratic form of f̃ADP can be further exploited if we temporarily put aside the non-negativity

constraint and the upper bound zSVBS for the order quantity z, and recursively define functions

f̃ (l) for l= 0, · · · ,L− 1 as

f̃ (0)(v) =f̃ADP(v),

f̃ (l)(v) =min
z

{
γLcz+ q0(y) + γE

[
f̃ (l−1)(v+)

]}
, l= 1, ...,L− 1.

(4.4)

These functions are all quadratic in z. As a result, we can obtain a closed form expression for z

iteratively by computing functions f̃ (1) to f̃ (L−1). Formally, we have the following proposition.

Proposition 3. Functions f̃ (0) . . . f̃ (L−1), as recursively defined in (5.2), can be expressed in the

following manner:

f̃ (l)(v) =
l∑

τ=0

E
[
E[v0:L−(l+1),+l|v+τ ]

>Q(l)
τ E[v0:L−(l+1),+l|v+τ ]

]
+λ(l)E[v0:L−(l+1),+l] +

l−1∑
τ=0

γτE[q̂0(y+τ )] + ν(l) ,

(4.5)

where (L− l)× (L− l) matrices Q(l)
τ , 1× (L− l) vectors λ(l), and scaler ν(l) are recursively defined

as:

Q
(0)
0 = Q̃ , λ(0) = λ̃ , and ∀l= 0, . . . ,L− 2, and τ = 1, · · · , l+ 1 ,

Q
(l+1)
0 =−γ

(
J>L−l−1(

∑l

τ=0 Q
(l)

τ,(1:L−l,L−l))(
∑l

τ=0 Q
(l)

τ,(L−l,1:L−l))JL−l−1∑l

τ=0 Q
(l)

τ,(L−l,L−l)

)
,

Q(l+1)
τ = γJ>L−l−1Q

(l)
τ−1JL−l−1 ,

λ(l+1) = γ

(
λ(l)−

(λ
(l)

(L−l) + γL−1c)(
∑l

τ=0 Q
(l)

τ,(L−l,1:L−l))∑l

τ=0 Q
(l)

τ,(L−l,L−l)

)
JL−l−1 ,

ν(l+1) = γ

(
ν(l)−

(
λ

(l)

(L−l) + γL−1c
)2

4
∑l

τ=0 Q
(l)

τ,(L−l,L−l)

)
,

(4.6)

in which matrix Jl is an (l+ 1)× l matrix as follows,

Jl =


1

1
. . .

1
1

 ,

and scalers ν(l) are constants that do not depend on state v.

Furthermore, function f̃ (L−1) takes the following form

f̃ (L−1)(v) =
L−1∑
τ=0

Q(L−1)
τ E

[
E[y+L−1|v+τ ]

2
]

+λ(L−1)E[y+L−1] +
L−2∑
τ=0

γτE[q0(y+τ )] + ν(L−1) .
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Expression (4.6) provides a simple procedure to obtain Q̃(L−1)
τ and λ(L−1) that are needed to

compute f̃L−1. It is worth noting that this procedure is essentially the process of solving an (L−1)-

period linear-quadratic control system.

Now we employ f̃ (L−1) as the approximate cost-to-go function, and solve

minimize
0≤z≤zSVBS

γLcz+ q0(v0) + γE
[
f̃ (L−1)(v+)

]
.

We call this the TL policy, where T refers to a dynamic programming operator as defined in the

usual sense. Our procedure corresponds to applying the T operator L times to f̃ADP, with the first

L−1 times unconstrained and the last one subject to constraint 0≤ z ≤ zSVBS. The order quantity,

denoted by zT
L
, is the optimizer of the last iteration of operator T .

Similar to LP-greedy, the TL policy is also very simple. Note that zT
L

= 0∨ ẑTL ∧ zSVBS, where

ẑT
L

(v) =arg min

{
γLcz+ γ

( L∑
τ=1

Q(L−1)
τ E

[
E
[
ρ+

+L−1 + z|v+τ

]2]
+λ(L−1)E

[
ρ+

+L−1 + z
])}

=ςT
L

−E
[
ρ+

+L−1

]
,

in which ςT
L

=−(λ(L−1) + γL−1c)/(2
∑L

τ=1 Q
(L−1)
τ ), and E

[
ρ+

+L−1

]
=E

[[
· · · [x0− d]+ + · · ·+xL−1−

d+L−1

]+]
. Note E

[
ρ+

+L−1

]
is the expected inventory level after a lead time of L periods right before

the order quantity z arrives, and can be computed backward iteratively for l=L− 1, · · · ,1:

E[ρ+
+L−1|x0,+L−1] =E

[
(x0,+L−1− d+L−1)+|x0,+L−1

]
,

E[ρ+
+L−1|x0,+l−1, xl, · · · , xL−1] =E

[
E
[
ρ+

+L−1|[x0,+l−1− d+l−1]+ +xl, xl+1, · · · , xL−1

]]
.

Therefore this heuristic can be interpreted as another type of generalized base-stock policy that

places an order to raise the expected inventory level after lead time, E[x0,+L], to ςT
L

whenever

possible.

The LP-greedy and TL heuristics form an interesting contrast. Both can be interpreted as order-

up-to policies with respect to some “twisted” inventory positions. However, the sensitivity of the

LP-greedy order quantity to the inventory state is governed by L−1 coefficients {κl}L−1
l=1 (note that

κ0 = κ1), but the sensitivity of TL order quantity is endogenously determined by the expression of

E
[
ρ+

+L−1

]
.

4.4. TL+1 Policy

The quadratic structure of the approximate cost function can be further exploited one step beyond

the TL policy. Since the objective function of TL is still quadratic in z, we further define

f̃ (L)(v) =min
z

{
γLcz+ q̂0(v0) + γE

[
f̃ (L−1)(v+)

]}
=

L∑
τ=0

Q(L)
τ E

[
E
[
ρ+

+L−1|v+τ

]2]− γLcE[ρ+
+L−1

]
+
L−1∑
τ=0

γτE[q0(x0,+τ )] + ν(L) ,
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where

Q
(L)
0 =− γ

L∑
τ=1

Q(L−1)
τ , Q(L)

τ = γQ
(L−1)
τ−1 ∀τ = 1, · · · ,L , and

ν(L) =γ

(
ν(L−1)−

(
λ(L−1) + γL−1c

)2

4
∑L−1

τ=0 Q
(L−1)
τ

)
.

We define the TL+1 policy by order quantity

zT
L+1

= arg min
0≤z≤zSVBS

{
γLcz+ q̂0(v0) + γE

[
f̃ (L)(v+)

]}
.

Note that E[q̂0(x0,+L)], E
[
ρ+

+L

]
and E

[
ρ+

+L|v+τ

]2]
in f̃ (L)(v+) can all be evaluated through recursion

in a similar fashion as E[ρ+
+L−1|x0,+L−1]. The only difference is that they are now functions of z.

Also we no longer have a closed-form expression for zT
L+1

and need to conduct a line search for

the solution. The computation cost is of the same magnitude as Myopic.

4.5. LP-q̂-Greedy Policy

This heuristic is similar to the LP-greedy policy, but rather relies on the q̂-accounting scheme

instead of the q-scheme.

The optimal cost function f associated with the q-scheme is L\-convex. Function f̂ associated

with single period cost q̂, however, is not L\-convex. In fact, when L = 2, it is not even convex.

Nevertheless, as purely a heuristic, we can apply the same ADP-LP procedure to approximate f̂ .

This approximation automatically guarantees f̂ to be convex, which allows us to obtain the greedy

order quantity easily. Specifically, we solve the following linear program:

maximize
{µl}

L−1
l=0

{µlk|l 6=k}
{λl}

L−1
l=0

, ν

∑
v∈Vû

(L−1∑
l=0

µlv
2
l +

∑
l,k:l 6=k

µlk(vl− vk)2 +
L−1∑
l=0

λlvl + ν
)

subject to
L−1∑
l=0

µlv
2
l +

∑
l,k:l<k

µlk(vl− vk)2 +
L−1∑
l=0

λlvl + ν

≤ γE
[L−1∑
l=0

µlv
2
l,+(v,a, ω) +

∑
l,k:l 6=k

µlk
(
vl,+(v,a, ω)− vk,+(v,a, ω)

)2

+
L−1∑
l=0

λlvl,+(v,a, ω) + ν
]

+ q̂(v, z), ∀v ∈ V û,0≤ z ≤ zSVBS(v)

µl ≥ 0, ∀l= 0, · · · ,L− 1

µlk ≥ 0, ∀l, k : l < k

The approximate cost function
˜̂
fALP (v), yields the following order quantity according to the “LP-

q̂-greedy” policy:

zLPq̂g(v) = arg min
0≤z≤zSVBS

{
q̂(v, z) + γE

[ ˜̂
fADP(v+)

]}
.
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Unlike the LP-greedy policy for the q scheme, since q̂(v, z) is not linear or quadratic in z, we do

not have a closed-form expression for zLPq̂g.

5. Perishable Product Inventory Control

Consider a perishable product inventory system. It takes Λ periods for an order to arrive. Upon

arrival the product has M periods of lifetime. The product is issued to satisfy demand according

to a “First In, First, Out”(FIFO) policy. Unmet demand is backlogged. The state of this system is

described by an L= Λ +M − 1 dimensional vector x= (x0, · · · , xL−1), where xl (for 0≤ l≤M − 1)

is the inventory that has already arrived on hand with l periods of lifetime remaining after the

end of the current period, and xM−1+l (for 1≤ l≤Λ) is the order that will arrive in l periods. For

example, x0 is the inventory that will expire at the end of the current period, and xM−1 represents

the newly arrived order. Any demand exceeding x0 is backlogged to x0. Note that this is for the

convenience of state representation, and the actual back order is [d−
∑M−1

l=0 xl]
+, the unmet demand

by all inventories on hand. At the end of each period, the inventory with 0 remaining life time must

be disposed of with a cost of θ per unit. Unit procurement cost and inventory holding cost are still

denoted by c and h(+), respectively, and h(−) represents the unit back order cost. The dynamics of

the states are

x+ =
(
x1− [d−x0]+, x2, · · · , xL−1, z

)
.

Similar to the lost sales system, the state of the system can be alternatively represented by the

vector of partial inventory positions v, with vl =
∑l

τ=0 xτ for 0 ≤ l < L − 1. Let y denote the

order-up-to level vL−1 + z, the dynamics of state v can be described as

v+ =
(
v1, · · · , vL−1, y

)
− (v0 ∨ d)eL.

Letting

χ0(v) =E
[
h(+)[vM−1− v0 ∨ d]+ +h(−)[vM−1− d]−+ θ[v0− d]+

]
=E
[
h(+)[vM−1− d]+ +h(−)[vM−1− d]−+ (θ−h(+))[v0− d]+

]
,

be the expected inventory and disposal cost, the optimal cost-to-go function f(v) satisfies:

f(v) = min
y≥vL−1

γΛc(y− vL−1) +χ0(v) + γE
[
f(v+)

]
.

We make a minor transformation by letting f̂(v) = f(v) + cvL−1. Function f̂(v) then satisfies the

following recursion

f̂(v) = min
y≥vL−1

γΛ
(
(1− γ)cy+ γcd

)
+E

[
h(+)[vM−1− d]+ +h(−)[vM−1− d]−+ θ̂[v0− d]+

]
+ γE

[
f̂(v+)

]
,

(5.1)
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where θ̂= θ+ γΛ+1c−h(+). Further, let

χ̂0(v) =E
[
h(+)[vM−1− d]+ +h(−)[vM−1− d]−+ θ̂[v0− d]+

]
,

which corresponds to a different accounting scheme where we take normal inventory costs of holding

and back ordering and an adjusted disposal cost with unit cost θ̂. Recursion (5.1) is equivalent to

f̂(v) = min
y≥vL−1

γΛ
(
(1− γ)cy+ γcd

)
+ χ̂0(v) + γE

[
f̂(v+)

]
.

Note that the optimal cost functions of the two accounting schemes differ by only cvL−1, a linear

function of inventory position.

Even with zero lead time (Λ = 0), the state space includes inventory levels of different remaining

lifetimes, and therefore is multi-dimensional. However, a product with long lifetime, which corre-

sponds to a dynamic program with high dimensional state space, is not particularly interesting.

This is because the behavior of such a system tends to resemble one with a non-perishable product.

The real challenge arises when the product has relatively short lifetime but long order lead time.

5.1. Benchmark Heursitics

As Karaesmen et al. (2011) point out, there has not been much work on heuristics for periodic

review perishable inventory systems with lead time. More recently, Chen et al. (2014b) characterize

structural properties of the optimal policy in a broader framework where pricing is also part of

the decision. They present a numerical study, which, however, still focuses on the case of zero lead

time.

Here we propose a myopic policy inspired by Nahmias (1976a) for zero lead time problems.

This serves two purposes. First, this is a benchmark to compare to our ADP-LP based heuristics.

Second, as discussed earlier, our approximation approach needs some easy-to-implement policy to

generate a sample of states for the linear program.

Let us define the expected inventory and disposal cost function

χ̂(v, y) =γΛE
[
h(+)[vM−1,+Λ− d+Λ]+ +h(−)[vM−1,+Λ− d+Λ]−

]
+ γLθ̂E

[
[v0,+L− d+L]+

]
,

which does not have a closed-form expression that permits exact evaluation. One way to approxi-

mate this is by Monte Carlo integration. We repeatedly simulate trajectories of {d+l}Ll=0, evaluate

the integrand of χ̂(v, y), and obtain an approximation χ̂MC(v, y) by taking the average. A policy

we call MyopicMC sets the order-up-to level to

yMyopMC(v) = arg min
y≥vL−1

{
(1− γ)γΛcy+ χ̂MC(v, y)

}
.
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5.2. ADP-LP Based Heuristics

Now we present our ADP-LP based heuristics, many of which share similar ideas with the heuristics

for the lost sales problem.

5.2.1. LP-Greedy Policy The LP-greedy policy for the perishable inventory model is very

similar to one for the lost-sales model. Define vector ξ = (ξ0, · · · , ξL−1) and scaler ς, such that

ξ0 =
µ̃L−1

µ̄
, ξl =

2µ̃l−1,L−1

µ̄
, for l= 1, · · · ,L− 1, and ς =

−
(
γL−Mc+ λ̃L−1

)
2µ̄

,

in which µ̄ is defined in (4.2). Based on the approximation result f̃ADP(v) = v>Q̃v+ λ̃
>
v+ ν̃, the

LP-greedy policy sets the order-up-to levels to be

yLPg(v) = max
{
vL−1, ŷ

LPg
}
,

where

ŷLPg(v) =arg min
{
γΛc(y− vL−1) + χ̂0(v) + γE

[
v>+Q̃v+ + λ̃

>
v+ + ν̃

]}
=arg min

{
γQ̃L,Ly

2 + 2γ(Q̃L,1:L−1v1:L−1− e>LQ̃1:L,LE[v0 ∨ d]
)
y

+
(
γΛc+ γλ̃L−1

)
y

}
=ξ0E[v0 ∨ d] + ξ>1:L−1v1:L−1 + ς .

Note that ξ ≥ 0 and
∑L−1

l=0 ξl = 1. Thus the order-up-to quantity under the LP-greedy policy is

a weighted sum of (E[v0 ∨ d], v1, · · · , vL−1) plus a constant.

Again we look at the policy from the perspective of the order quantity, z, as a function of the

original states x. Using κ= (κ0, · · · , κL−1) as defined in (4.1), we have

zLPg(x) =max
{

0, ẑLPg(x)
}
,

ẑLPg(x) =ς −κ0

(
x0−E[x0 ∨ d]

)
−κ>1:L−1x1:L−1 .

Similar to the lost-sales model, we have 0≤ κ0 ≤ κ1 ≤ · · · ≤ κL−1 ≤ 1 and 0≤ dE[x0 ∨ d]/dx0 ≤ 1.

Therefore,

−1≤ dẑLPg

dxL−1

≤ · · · ≤ dẑLPg

dx0

≤ 0 ,

which is consistent with to the monotone sensitivity property of the optimal order quantity iden-

tified in Chen et al. (2014b).
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5.3. TΛ Policy

With the quadratic approximation, we can apply the same operations used to compute the TL

heuristic for the lost-sales system. In this problem, we can not apply the unconstrained dynamic

programming operator in a linear-quadratic fashion for L times, but only for Λ =L−M + 1 times.

We take the solution of the Λth iteration and subject it to the additional nonnegativity constraint,

and call the result the TΛ policy.

Recursively define functions f̃ (l) for l= 0, · · · ,L−M as

f̃ (0)(v) =f̃ALP (v),

f̃ (l)(v) =min
z

{
γΛcz+χ0(v) + γE

[
f̃ (l−1)(v+)

]}
, l= 1, ...,L−M.

(5.2)

The TΛ order quantity for perishable inventory system is defined as

zT
Λ

=arg min
z≥0

{
γΛcz+χ0(v) + γE

[
f̃L−M(v+)

]}
.

Similar to Proposition 3, the order quantity has a closed-form expression.

Proposition 4. The order quantity following the TΛ policy is

zT
Λ

=
[
ςT

Λ

−
(
−κT

Λ

1 E[ρ−+Λ−1] +κT
Λ

1:M−1xΛ:L−1

)]+

,

for some appropriately defined scaler ςT
Λ

and vector κT
Λ

1:M−1. In particular, when M = 1,

zT
Λ

=
[
ςT

Λ

+E[ρ−+Λ−1]
]+

.

The general form shares some similarity to the LP-greedy order quantity. Note that −E[ρ−+0] is

exactly
(
x0 − E[x0 ∨ d]

)
. The difference is, in TΛ, the first Λ elements of the state vector are

combined in E[ρ−+Λ−1] in a nonlinear fashion. Heuristic TΛ can still be interpreted as an order-up-to

policy, with base-stock level ςT
Λ

and an inventory position that is non-linear in the first Λ elements

and linear in the last M − 1 elements of the x state vector. In the case of M = 1, it is a special

base-stock policy. The order quantity is the base-stock level ςT
Λ

plus a nonnegative term E[ρ−+Λ−1],

which is essentially the forecast of backlog Λ−1 periods later. Since there is only one period of life

time, any excess inventory is outdated at the end of the period and does not contribute to future

inventory levels. Therefore, the order quantity does not depend on the forecast of ρ+
+Λ−1.

5.4. TΛ+1 Policy

Similar to the TL+1 policy for the lost-sales model, we have the following TΛ+1 policy for the

perishable product problem. It does not have a closed-form expression and is solved by a one-

dimensional search. The order quantity is

zT
Λ+1

=arg min
z≥0

{
γΛcz+χ0(v) + γE

[
f̃Λ(v+)

]}
.

We provide some further derivations for this policy in the Appendix.
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5.5. Some general insights

Before we present computational results, it is worth summarizing some general insights on our

ADP-LP based heuristics for both inventory systems. The LP-greedy and TL/TΛ policies can be

perceived as two extremes of a more general class of policies. For the lost sales system, the general

rule takes the following form:

z =
[
ς −
(
κ0E[ρ+

+l−1] +κ>1:L−lxl:L−1

)]+

.

for some positive base-stock level ς, and coefficients 0≤ κ0 ≤ κ1 ≤ · · · ≤ κL−l ≤ 1 with l= 1, · · · ,L.

A twisted inventory position x̄ = κ0E[ρ+
+l−1] + κ>1:L−lxl:L−1 consists of E[ρ+

+l−1], the forecast of

inventory holding l−1 periods later, which is a nonlinear function of x0:l−1, and a linear combination

of xl:L−1. In this framework, LP-greedy corresponds to the case l= 1. The TL policy, on the other

hand, corresponds to the case l=L, with κ0 = 1.

Similarly, for the perishable inventory system, the policy is:

z =
[
ς −
(
κ0E[−ρ−+l−1] +κ>1:L−lxl:L−1

)]+

.

for l= 1, · · · ,Λ. LP-greedy corresponds to the case l= 1 and TΛ corresponds to the case l= Λ. The

term E[ρ−+l−1] is the forecast of backlog on the immediately outdating inventory l− 1 periods later

that needs to be subtracted from the linear combination of the rest of the pipeline inventory.

This view of our heuristic policies may suggest good policies structures for other systems with

L\-convex structures. We leave such explorations to future research.

6. Computation Study

Now we present computation results for the lost sales and perishable product inventory control

problems.

6.1. Lost Sales Problem

We take model parameters from Zipkin (2008a) by letting c = 0, h(+) = 1, and h(−) take values

from {4,9,19,39}, and using Poisson and geometric distributions both with mean at 5 for demand.

Zipkin (2008a) studied lead times from 1 to 4. To test how well our approach handles long lead

times, we set L equal to 4, 6, 8, and 10.

Since the SVBS and Myopic policies are rather easy to implement, we use both of them to

generate long trajectories of states for the state-relevance weights and the set of constraints. In par-

ticular, we generate a sequence of 6000 random demands and simulate the system states according

to a generating policy. We discard the first 1000 periods of states to mitigate the transient effect
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of starting the system from the all zero state. The remaining 5000 time periods’ states are used as

our sample state set V û for the ADP-LP.

Using the solutions from the ADP-LP, we simulate the system for 50000 periods following each

ADP-LP-based heuristic policy (LP-greedy, LP-greedy-2, TL, TL+1, and LP-q̂-greedy) and evaluate

the long run average cost of the trajectory. Finally, we evaluate the Myopic, Myopic2, and B-S

Myopic policies as benchmarks to compare against our heuristics. Before the B-S Myopic policy

was introduced, Myopic2 was arguably the best performing heuristic in the literature. With good

choices of unit terminal value cB-S, the B-S Myopic outperforms Myopic2. In fact, our calculations

show that the B-S Myopic’s performance is within 0.1% of the optimal policy for L= 4.

We found Myopic superior to SVBS as a generating policy for the state-relevance weights and

constraints of the ADP-LP. First, in more cases than not, the long-run average costs of the ADP-LP-

based policies generated by Myopic are lower than their counterparts generated by SVBS. Secondly,

the policies are less stable when generated by SVBS in the sense that there is larger variation in

the long-run average performance caused by the randomness in the generating trajectories. We

also experimented with Myopic2 as the generating policy, which is clearly very time consuming

without a clear gain in performance over Myopic. Therefore, in Tables 1 and 2 we present the

long run average costs ADP-LP-based policies generated by Myopic for the q-scheme and compare

them against the two original myopic policies, Myopic and Myopic2. In the tables we mark the

numbers bold to highlight cases that our policy outperforms the Myopic2 policy.

Table 1 Average Cost with Poisson Demand (Lost-Sales)

L h(−) LPg LPg2 TL TL+1 M1 M2
4 4 4.816 4.765 4.748 4.775 5.063 4.817
4 9 6.940 6.902 6.924 6.905 7.200 6.920
4 19 9.091 9.109 9.332 8.930 9.182 8.961
4 39 11.682 11.901 12.390 10.810 11.044 10.840
6 4 5.008 4.960 4.887 4.927 5.418 5.048
6 9 7.362 7.327 7.334 7.333 7.905 7.433
6 19 9.766 9.887 10.161 9.754 10.284 9.852
6 39 12.632 13.428 14.233 11.993 12.467 12.108
8 4 5.125 5.074 4.961 5.002 5.701 5.201
8 9 7.677 7.612 7.563 7.619 8.426 7.769
8 19 10.260 10.375 10.727 10.343 11.111 10.530
8 39 13.205 15.639 19.089 12.859 13.589 13.094

10 4 5.240 5.150 5.004 5.034 5.904 5.309
10 9 7.943 7.817 7.722 7.817 8.855 8.076
10 19 10.680 10.780 11.369 10.758 11.822 11.085
10 39 13.752 18.849 45.702 13.530 14.590 13.927

We observe that the TL+1 policy consistently outperforms Myopic2. The LP-greedy policy has

good and stable performance. Although it does not yield the most impressive results when L= 4,

it does manage to outperform Myopic2 in the majority of cases as the lead time increases. The
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Table 2 Average Cost with Geometric Demand (Lost-Sales)

L h(−) LPg LPg2 TL TL+1 M1 M2
4 4 10.720 10.660 10.643 10.648 11.317 10.795
4 9 16.744 16.743 16.763 16.662 17.621 16.894
4 19 23.461 23.491 23.674 23.024 24.037 23.289
4 39 30.878 31.020 31.270 29.401 30.327 29.644
6 4 10.892 10.830 10.787 10.809 11.751 11.079
6 9 17.348 17.278 17.306 17.287 18.777 17.749
6 19 24.391 24.544 24.904 24.384 26.041 24.927
6 39 32.364 32.777 33.753 31.577 33.155 32.115
8 4 11.082 10.928 10.855 10.873 12.039 11.273
8 9 17.796 17.653 17.632 17.682 19.659 18.386
8 19 25.249 25.276 25.740 25.364 27.629 26.214
8 39 33.368 34.142 35.688 33.229 35.483 34.119

10 4 14.210 10.993 11.175 11.178 12.230 11.397
10 9 18.282 17.936 17.861 17.908 20.361 18.892
10 19 26.018 25.879 26.438 26.034 28.967 27.273
10 39 36.029 35.189 39.601 36.104 37.463 35.818

performance of TL, on the other hand, is sensitive to the lost-sales penalty h(−). It always has the

best performance when h(−) = 4, but relatively poor performance with high penalty costs. Note

that there is one case (L= 10, h(−) = 39) with Poisson demand that TL yields an exceptionally high

average cost. The Ph.D. dissertation Wang (2014) contains a diagnosis of this erratic behavior of

the TL policy.

It is worth noting that there are more bold case numbers in Table 2 than Table 1, indicating that

more variations of our ADP-LP-based heuristics outperform Myopic2 when the demand distribution

is geometric, than when it is Poisson. Note that Zipkin (2008a) commented that in almost all

cases studied in that paper, heuristics generally performs closer to optimality when the demand

distribution is Poisson, compared with its geometric counter part. Our result, on the other hand,

implies that our heuristics have better potential for cases that challenge traditional heuristics more.

Last, we look at the performance of the LP-q̂-greedy policy. We list the best average costs among

the four ADP-LP-based policies for the q-scheme and the average costs of LP-q̂-greedy policy,

all generated by the Myopic policy, together with the costs of Myopic2 and B-S Myopic for all

parameter settings in Table 3. The bold numbers mark the winners among the best q-scheme ADP-

LP-based policies, LP-q̂-greedy, and Myopic2. LP-q̂-greedy outperforms the q-scheme policies, even

including TL+1, in 29 out 32 cases. Further, LP-q̂-greedy consistently outperforms Myopic2 in all

parameters settings. While the B-S Myopic policy has the overall lowest average costs among all

policies we have tested, we found the performance of LP-q̂-greedy is very close. In fact, there are

three cases (L= 4, h(−) = 9,19,39) with geometric demand in which LP-q̂-greedy has lower average

costs. (The difference, however, is less than .005%.) Since the ADP-LP approach involves only a

one-time approximation procedure while the B-S Myopic method requires a line search for the

best unit terminal value with each step a full simulation, we consider LP-q̂-greedy a competitive

candidate for the best heuristic.
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Table 3 Average Cost of LP-q̂-Greedy Policy

Poisson Geometric

L h(−) Best q− LP-q̂-g M2 B-S Best of q− LP-q̂-g M2 B-S
ADP-LP Myopic ADP-LP Myopic

4 4 4.748 4.737 4.819 4.723 10.643 10.61 10.795 10.608
4 9 6.902 6.845 6.923 6.828 16.662 16.584 16.894 16.584
4 19 8.93 8.893 8.963 8.88 23.024 22.957 23.289 22.964
4 39 10.81 10.802 10.844 10.789 29.401 29.361 29.644 29.373
6 4 4.887 4.881 5.051 4.866 10.787 10.764 11.079 10.759
6 9 7.327 7.248 7.436 7.219 17.278 17.162 17.749 17.148
6 19 9.754 9.667 9.855 9.633 24.384 24.241 24.927 24.233
6 39 11.993 11.968 12.112 11.938 31.577 31.497 32.115 31.497
8 4 4.961 4.966 5.205 4.945 10.855 10.841 11.273 10.836
8 9 7.563 7.523 7.776 7.469 17.632 17.516 18.386 17.494
8 19 10.26 10.205 10.536 10.154 25.249 25.13 26.214 25.111
8 39 12.859 12.836 13.099 12.786 33.229 33.098 34.119 33.089

10 4 5.004 5.051 5.314 4.988 10.993 10.898 11.397 10.877
10 9 7.722 7.739 8.082 7.631 17.861 17.754 18.892 17.719
10 19 10.68 10.618 11.091 10.534 25.879 25.788 27.273 25.755
10 39 13.53 13.529 13.934 13.455 35.189 34.36 35.818 34.339

Our approximation scheme relies on linear programs generated from randomly simulated trajec-

tories of states. It is therefore important to check if the performance comparisons in the study are

robust. For each parameter setting, we repeat the same procedure to generate the ADP-LP and

evaluate the heuristics 100 times, with 100 independently sampled demand trajectories. We pair

up policies for comparison and take the difference in average costs for each demand trajectory, and

check the t-statistic of such paired performance differences from the 100 repetitions.

Table 4 presents the paired t-statistics computed for one-tailed tests on the performance differ-

ences between the ADP-LP-based heuristics and Myopic-2. The t-statistic tables show that most

of the corresponding performance orderings in Table 1 and Table 2 are statistically significant. In

fact, 156 out of 160 instances are at least 90% significant (critical value of t-statistics at 1.29),

among which 150 instances are at least 99.95% significant (critical value of t-statistics at 3.4).

It is also worth investigating the stability of the ADP-LP-based policies, given uncertainties in

the generated trajectories upon which linear programs are based. First, among the 10 out of 160

instances in Table 4 that are less than 99.95% significant, 5 correspond to L= 10 and 4 correspond

to h(−) = 39. Secondly, the performance of TL becomes significantly inferior to other policies for

larger h(−)’s. In some cases with both L and h(−) being high, average costs can be extraordinarily

high. Generally speaking, higher L and h(−) imply a larger state space. Fixing the sample size,

we expect higher variation in the generated trajectories for constructing constraints and state-

relevance weights for the linear program. Indeed, among the 100 repetitions for each parameter

setting, we observe such a trend. – Using sample trajectories of 5000 periods to generate the

ADP-LPs for all instances, the standard deviation of average costs from any ADP-LP-based policy

almost always increases in L or h(−). Furthermore, the standard deviation of the average costs from
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Table 4 Performance t-statistics for Lost-Sales Heuristics

Poiss Geometric

L h(−) LPg LPg2 TL TL+1 LP-q̂-g LPg LPg2 TL TL+1 LP-q̂-g
4 4 0.7 36.6 132.1 46.6 460.0 19.4 40.7 241.8 118.8 739.4
4 9 -6.2 6.5 -5.9 10.5 441.1 23.4 18.2 143.4 137.3 803.1
4 19 -22.8 -24.7 -53.1 30.0 463.9 -20.7 -19.8 -139.5 179.0 1399.5
4 39 -91.5 -83.4 -60.6 55.9 120.9 -96.8 -81.7 -295.5 255.8 1795.2
6 4 19.9 36.0 279.5 73.0 681.5 108.0 125.7 386.5 168.8 719.9
6 9 32.1 31.5 54.2 35.5 715.6 84.3 87.1 348.7 117.6 885.2
6 19 21.0 -3.3 -45.3 33.7 789.7 45.2 22.9 1.3 115.5 1266.1
6 39 -54.3 -28.6 -44.9 61.5 688.1 -7.9 -23.4 -77.1 144.2 1182.7
8 4 29.9 32.8 258.4 94.8 412.2 2.6 108.0 469.1 197.1 767.9
8 9 38.3 38.2 141.1 44.0 460.0 176.4 157.6 389.2 101.7 913.4
8 19 127.4 12.3 -13.0 39.8 492.5 302.2 78.2 37.5 66.7 1099.4
8 39 -9.4 -14.7 -17.1 53.5 541.9 53.5 -1.1 -30.0 89.6 1063.9

10 4 22.8 33.2 129.2 176.6 160.4 -6.9 69.2 1.3 1.3 423.4
10 9 40.4 62.7 155.2 58.8 244.7 6.1 157.3 120.3 119.1 780.5
10 19 179.1 9.1 -6.6 41.1 445.2 278.1 162.8 42.0 79.6 1057.1
10 39 3.6 -9.3 -7.2 72.6 605.7 -0.7 10.8 -2.4 -0.2 1018.2

TL increases much faster in h(−) than any other policies. In Table 5, we compare the LP-greedy

and TL policies for some selected cases. In (L = 10, h(−) = 39), the average costs of TL become

highly unstable, compared with LPg. That is, when h(−) is high, the same results and variation

from linear programs yield much higher variation in the average costs of TL than LP-greedy or

other policies. If we increase the length of LP-generating sample trajectories from 5000 to 100000,

we are able to shrink the standard deviation of TL from 43.92 to 0.127 except for two outliers. The

clear conclusion is that more samples are needed to generate the LP for higher L and h(−) values,

especially for the TL heuristic.

Table 5 Standard Deviation of Long-Run Average Costs, LP-greedy v.s. TL, Poisson Demand

L h(−) LPg TL

4 4 0.0191 0.0062
4 9 0.0331 0.0089
4 19 0.0580 0.0715
4 39 0.0929 0.2563

10 4 0.0313 0.0241
10 9 0.0336 0.0248
10 19 0.0270 0.4345
10 39 0.4885 43.9260

6.1.1. Parametric Analysis and Comparison with Asymptotic Results There are

asymptotic results for the lost-sales system in both the lead time L and the lost-sales penalty

h(−). On one hand, Goldberg et al. (2012) establish that a constant-order policy is asymptotically

optimal as the lead time approaches infinity. On the other hand, Huh et al. (2009) show that when

the lost-sales penalty increases, an order-up-to policy is asymptotically optimal. Although these

asymptotic results do not necessarily imply that the optimal policy converges to a constant-order
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policy or an order-up-to policy when the corresponding parameter grows large, it is still of interest

to check whether well-performing heuristic policies exhibit such tendencies.

Under the LP-greedy policy, for example, such tendencies, if they exist, can be observed in the

linear coefficients κ of the LP-greedy order quantity. Since the order quantity is almost affine

in the state vector x, if all {κl}L−1
l=0 approach 0, the LP-greedy policy has a tendency towards a

constant-order quantity; if all {κl}L−1
l=0 approach 1, on the other hand, the LP-greedy policy tends

to behave like an order-up-to policy. Since the increases in L and h(−) have competing impacts

on the behavior of the order quantities, we choose (L= 4, h(−) = 4) as the base case and increase

one parameter L or h(−) while keeping the other fixed. Tables 6 and 7 report the coefficients with

increasing L and h(−), respectively. To ease the comparison, we also present the average magnitude

of LP-greedy coefficients, κ̄= (
∑L−1

l=0 κl)/L, for each case. From the tables, we do observe decrease

of {κl}L−1
l=0 and κ̄ in L and increase of {κl}L−1

l=0 and κ̄ in h(−).

Table 6 Lost-Sales LP-greedy Coefficients with Increasing L

Poisson Demand, h(−) = 4

L κ̄ κ0 κ1 κ2 κ3 κ4 κ5 κ6 κ7 κ8 κ9

4 0.764 0.691 0.691 0.787 0.885
6 0.628 0.530 0.530 0.586 0.643 0.707 0.774
8 0.504 0.414 0.414 0.422 0.449 0.490 0.538 0.605 0.703

10 0.359 0.287 0.287 0.288 0.293 0.305 0.324 0.357 0.409 0.473 0.564

Geometric Demand, h(−) = 4

L κ̄ κ0 κ1 κ2 κ3 κ4 κ5 κ6 κ7 κ8 κ9

4 0.648 0.566 0.566 0.675 0.786
6 0.527 0.378 0.378 0.511 0.570 0.622 0.701
8 0.412 0.281 0.281 0.345 0.395 0.428 0.459 0.511 0.599

10 0.330 0.228 0.228 0.250 0.270 0.289 0.310 0.335 0.384 0.447 0.558

Table 7 Lost-Sales LP-greedy Coefficients with Increasing h(−)

Poisson Demand, L= 4

h(−) κ̄ κ0 κ1 κ2 κ3

4 0.764 0.691 0.691 0.787 0.885
9 0.812 0.752 0.752 0.836 0.909

19 0.849 0.794 0.794 0.875 0.932
39 0.851 0.785 0.785 0.890 0.943

Geometric Demand, L= 4

h(−) κ̄ κ0 κ1 κ2 κ3

4 0.648 0.566 0.566 0.675 0.786
9 0.781 0.705 0.705 0.815 0.900

19 0.847 0.816 0.816 0.859 0.897
39 0.901 0.881 0.881 0.911 0.932
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6.2. Perishable Inventory

In the numerical study of the perishable inventory model, the cost parameters are set to be con-

sistent with Chen et al. (2014b). The order cost c, holding cost h+, and disposal cost θ are set

as 22.15, 0.22 and 5 respectively. The backorder cost h− is varied among {1.98,4.18,10.78,21.78}.

The state dimension L (the total lifetime of a newly placed order) takes value in {4,6,8,10}. We

set the on-hand lifetime Λ equal to 2. Note that since Chen et al. (2014b)’s study is about the joint

inventory-pricing problem for the perishable system, the demand model in that paper is therefore

not stationary. Instead, we assume the distribution of demand d to be truncated Normal on [0,20]

with expected demand equal to 10. A coefficient of variation (c.v.) is used to control the ratio

between standard deviation and the expectation of d. We experiment with c.v.∈ {0.2,0.6,1.0}, cor-

responding to demand standard deviations in {2,6,10}. We use MyopicMC as both the generating

policy for the approximate linear program and the benchmark heuristic to compare performance

with.

Table 8 Average Cost (Perishable Inventory)

c.v = 0.2 c.v = 0.6 c.v = 1.0

L h(-) LPg TΛ Myop LPg TΛ Myop LPg TΛ Myop
4 1.98 224.86 224.93 224.71 241.05 241.97 241.51 245.57 248.8 246.34
4 4.18 225.99 226.03 226.07 250.24 250.07 252.37 257.46 257.12 260.27
4 10.78 228.01 228.02 228.35 265.51 264.37 268.87 276.33 274.83 280.66
4 21.78 230.33 230.23 230.46 277.44 275.84 283.26 290.68 288.59 298.24
6 1.98 225.98 226.15 226.12 244.22 246.91 246.34 249.35 261.41 251.83
6 4.18 227.71 227.8 228.24 255.51 254.49 258.8 263.65 262.3 267.14
6 10.78 230.86 230.65 231.61 271.83 269.55 278.6 283.59 280.35 292.56
6 21.78 234.52 233.97 234.48 285.23 281.45 293.21 298.54 294.31 309.08
8 1.98 226.91 227.13 227.28 246.87 254.77 249.7 252.41 273.65 255.94
8 4.18 229.13 229.12 230 259.42 257.32 263.71 268.1 265.4 273.53
8 10.78 233.12 232.65 234.11 276.17 272.5 284.72 288.74 283.39 298.93
8 21.78 238.05 236.86 238.09 291.04 284.63 301.51 304.51 297.47 318.98

10 1.98 227.72 227.88 228.56 249.17 269.25 253.03 255.05 280.38 259.53
10 4.18 230.33 230.16 231.4 262.51 259.32 267.71 271.4 267.23 277.64
10 10.78 236.46 234.2 236.25 279.89 274.49 290.23 293.62 285.42 304.21
10 21.78 243.88 239.33 240.72 300.58 286.79 306.7 313.28 299.63 324.6

Table 8 lists the long-run average costs of LP-greedy and TΛ against MyopicMC for each instance.

We also conducted the same robustness check as in the lost-sales model by repeating the simulation

for 100 independent demand sample trajectories and list the t-statistics for the performance advan-

tage of LP-greedy and TΛ over MyopicMC in Table 9. We notice that the ADP-LP-based policies

outperform MyopicMC for the majority of instances, with a few exceptions. When the back-order

cost h(−) = 1.98, TΛ has higher average costs than both MyopicMC and LP-greedy. However, we

do observe that when h(−) is high, TΛ outperforms both MyopicMC and LP-greedy by significant

margins. Interestingly, this is quite the opposite to the behavior of the TL policy in the lost-sales
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model. Recall that with lost-sales, TL tends to perform better with low h(−) and can be unstable

with high h(−). There is however one common feature between low h(−) for the perishable inventory

and high h(−) for the lost-sales system. In both instances, the system tends to stay in the states

where it behaves more like a back-order system with non-perishable goods.

Table 9 Performance t-statistics for Perishable Inventory Heuristics

c.v = 0.2 c.v = 0.6 c.v = 1.0

L h(-) LPg TΛ LPg TΛ LPg TΛ

4 1.98 -4.7551 -6.3257 4.5885 -2.1685 6.3204 -4.1688
4 4.18 2.3148 1.1465 10.019 10.537 10.934 12.282
4 10.78 7.7759 7.4161 10.56 14.174 11.346 15.396
4 21.78 2.2577 3.4041 13.05 16.565 13.945 17.388
6 1.98 3.6684 -0.70604 12.923 -0.75871 12.287 -2.9973
6 4.18 7.6742 6.1699 11.63 15.354 10.781 12.554
6 10.78 8.2074 10.41 15.343 20.156 13.819 19.017
6 21.78 -0.30936 4.5421 11.611 17.021 12.579 17.946
8 1.98 8.6283 3.3565 14.804 -2.4808 12.711 -3.1852
8 4.18 10.9 10.756 11.075 16.604 11.476 18.699
8 10.78 10.301 14.827 14.269 21.553 14.065 22.433
8 21.78 0.21057 7.093 11.859 19.287 13.662 20.915

10 1.98 10.28 8.1559 11.896 -3.0898 11.297 -2.7291
10 4.18 11.757 13.693 13.563 22.531 11.985 22.229
10 10.78 -0.19159 15.001 17.282 27.993 13.444 26.455
10 21.78 -1.9308 5.8268 2.7231 21.327 5.4524 22.712

6.3. Computation Times

We report the running times for implementing our approach in Table 10. We separate the “fixed

cost” of solving a linear program which has (L+ 1)(L+ 2)/2 decision variables and constraints

generated by a sample of 5000 states, and the “variable cost” of simulating 10000 periods according

to a policy. For each model, we include the parameter settings corresponding to the smallest and

largest problem sizes. All programs are written in MATLAB on a Linux server with Intel Xeon

X5460 processors, calling CPLEX 12.5 as the linear programming solver.

7. Concluding remarks

The PhD thesis Wang (2014) records more strategies for this problem. In particular, he considers

the Smoothed ADP-LP approach recently proposed by Desai et al. (2012). This approach does

not appear to significantly outperform the standard approach used in this paper, without careful

tuning parameters for the algorithm.

Finally, the potential contribution of this work is not limited to the two individual problems

which we have studied separately. Chen et al. (2014b) address a very general problem of joint

inventory-pricing for perishables with lost-sales and positive lead times, and its L\ structure. They
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Table 10 Running Time of ADP-LP and Heuristics (Seconds)

Lost-Sales

Policy L=4, h(−)=4 L=10, h(−)=39
Poisson Geometric

q̂-ADP-LP Time 2.46 15.05
Policy Time LPg 3.14 9.46

LPg2 10.03 293.67
TL 2.78 7.53

TL+1 30.19 333.97
M1 16.34 119.16
M2 166.56 2926.77

q-ADP-LP Time 10.35 103.27
Policy Time LPq 29.50 144.97

Perishable

Policy M=2, L=4 M=2, L=10

h(−)=1.98, c.v. = 0.2 h(−)=21.78 c.v. = 1.0
ADP-LP Time 0.72 23.15

Policy Time LPg 1.21 1.12
TΛ 1.28 2.08

MyopicMC 16.97 33.43

study a heuristic designed for zero lead time cases. Our methods, especially the LP-greedy heuristic,

can be seamlessly applied to the positive lead-time cases of this general problem.

Appendix

A. Proof of Theorem 1

We prove the result for a finite horizon formulation. The Theorem follows from standard arguments

of convergence of infinite horizon dynamic programming formulations.

Consider a finite horizon problem with T periods. The optimal cost functions ft(v) follows

fT (v) =0 ,

ft(v) =min
z≥0

{
γLcz+ q̂0(v0) + γE

[
ft+1(v+)

]}
for t= 0, · · · , T .

In order to prove the result, we need the following lemmas.

Lemma 1 (Zipkin (2008b)). If g(v, ζ) is L\-convex in (v, ζ), then the function

f(v) = min
ζ≥0

g(v, ζ)

is also L\-convex in v.

Then we prove the following lemma for the optimal cost function ft(v) of the lost-sales system:

Lemma 2. For all 0≤ ζ ≤ v0 and t= 0, · · · , T

ft(v− ζeL)− ft(v)≤ h(−)ζ
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Proof: By induction. The result holds trivially for t= T . Suppose the result holds for ft+1(v), for

any given d and z

vl− ζ − (v0− ζ)∧ d= (vl− v0 ∧ d)−
(
ζ −

(
[v0− ζ − d]−− [v0− d]−

))
and therefore (

γLcz+h+[v0− ζ − d]+ +h−[v0− ζ − d]−+ γft+1

(
v+(v− ζeL, z)

))
−
(
γLcz+h+[v0− d]+ +h−[v0− d]−+ γft+1

(
v+(v, z)

))
≤h−

(
[v0− ζ − d]−− [v0− d]−

)
+ γ
(
ζ −

(
[v0− ζ − d]−− [v0− d]−

))
≤h−ζ

Thus

ft(v− ζeL)− ft(v)≤ h(−)ζ

Q.E.D.

Now we prove Theorem 1 by induction. The result holds trivially for t= T . Suppose ft+1(v) is

L\-convex, for any given d and any 0≤ ζ < ζ ′ ≤ v0 ∧ d, let

ψ(v, y, d, ζ) = γLc(y− vL−1) +h+(v0− ζ) +h−(d− ζ) + γft+1

(
(v1:L−1, y)− ζeL

)
we have

ψ(v, y, d, ζ ′)−ψ(v, y, d, ζ ′) =− (h+ +h−)(ζ ′− ζ)

+ γ
(
ft+1

(
(v1:L−1, y)− ζ ′eL

)
− ft+1

(
(v1:L−1, y)− ζeL

))
≤− (h+ +h−)(ζ ′− ζ) + γh−(ζ ′− ζ)≤ 0 ,

according to Lemma 2. Thus ψ(v, y, d, ζ) is non-increasing in ζ. Since ft+1(v) is L\-convex in v, it

is straightforward that ψ(v, y, d, ζ) is L\-convex in (v, y, ζ). Let

ψ̂(v, y, d) =γLc(y− vL−1) +h+(v0− d)+ +h−(v0− d)−+ γft+1(v+)

=γLc(y− vL−1) +h+(v0− v0 ∧ d) +h−(d− v0 ∧ d)

+ γft+1

(
(v1:L−1, y)− (v0 ∧ d)eL

)
= min

0≤ζ≤v0∧d
ψ(v, y, d, ζ) ,

it is also L\-convex according to Lemma 1. Since taking expectation preserves L\-convexity, we

have E
[
ψ̂(v, y, d)

]
L\-convex in (v, y), and thus ft(v) is L\-convex according to Lemma 1.
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B. Proof of Proposition 2

Let ŷLPg(v) = arg min
{
γLc(y− vL−1) + q0(v0) + γE

[
f̃ALP(v+)

]}
, then

ŷLPg(v) =arg min
{
γLc(y− vL−1) + q0(v0) + γE

[
v′+Q̃v+ + λ̃

′
v+ + ν̃

]}
=arg min

{
γQ̃L,Ly

2 + 2γ(Q̃L,1:L−1v1:L−1− e′LQ̃1:L,LE[v0 ∧ d]
)
y+

(
γLc+ γλ̃L−1

)
y

}

=ξ0E[v0 ∧ d] + ξ′1:L−1v1:L−1 + ς = ξ0E[x0 ∧ d] +
L−1∑
l=1

ξlx1 + · · ·+ ξL−1xL−1 + ς .

Then

ẑLPg =ŷLPg− vL−1 = ς + ξ0E[x0 ∧ d]−
(
(1−

L−1∑
l=1

ξl)x1 + · · ·+ (1− ξL−1)xL−1

)
=ς −

(
κ0E

[
[x0− d]+

]
+κ′1:L−1x1:L−1

)
.

Since γLcz+ q0(y) + γE
[
f̃ALP(v+)

]
is convex in z,

zLPg = arg min
0≤z≤zSVBS

{
γLcz+ q̂0(v0) + γE

[
f̃ALP(v+)

]}
=0∨ arg min

{
γLcz+ q̂0(v0) + γE

[
f̃ALP(v+)

]}
∧ zSVBS = 0∨ ẑLPg ∧ zSVBS .

C. Proof of Proposition 3

Base Case:

v+ =(v0,+, · · · , vL−1,+, vL−1,+ + z)

f̃ (0)(v+) =v′+Q
(0)v+ +λ(0)v+ + ν(0)

=Q
(0)

0,(L,L)z
2 + 2(Q

(0)

0,(L,1:L)JL−1v0:L−2,+)z+v′0:L−2,+(J′L−1Q
(0)
0 JL−1)v0:L−2,+

+λ
(0)

(L)z+λ(0)JL−1v0:L−2,+ + ν(0)

Then

f̃ (1)(v) =min
z
{γLcz+ q̂0(v0) + γE[f̃ (0)(v+)]}

=min
z

{
γQ

(0)

0,(L,L) · z
2 +
(
2γQ

(0)

0,(L,1:L)JL−1 ·E[v0:L−2,+1] + γλ
(0)

(L) + γLc
)
· z
}

+ γE
[
v′0:L−2,+(J′L−1Q

(0)
0 JL−1)v0:L−2,+

]
+ γλ(0)JL−1 ·E[v0:L−2,+] + q̂0(v0) + γν(0)

=E[v0:L−2,+1]′

(
−
γ ·
(
J′L−1Q

(0)

0,(1:L,L) ·Q
(0)
0 JL−1

)
Q

(0)

0,(L,L)

)
E[v0:L−2,+1]

+E
[
v′0:L−2,+(γJ′L−1Q

(0)
0 JL−1)v0:L−2,+

]
+ q̂0(v0) + γ

(
ν(0)−

(
λ

(0)

(L) + γL−1c
)2

4Q
(0)

0,(L,L)

)

+ γ
(
λ(0)−

(
λ

(0)

(L) + γL−1c
)
Q

(0)

0,(L,1:L)

Q
(0)

0,(L,L)

)
JL−1 ·E[v0:L−2,+1]

=E
[
E[v0:L−2,+1|v]′Q

(1)
0 E[v0:L−2,+1|v] +E[v0:L−2,+1|v+1]′Q

(1)
1 E[v0:L−2,+1|v+1]

]
+λ(1)E[v0:L−2,+1] + q̂0(v0) + ν(1) .
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It is also easy to see the matrix Q
(1)
0 +Q

(1)
1 is positive semidefinite.

Induction Step: Assume the result holds for f̃ (1)(v), and the matrix
∑l

τ=0 Q
(l)
τ is positive semidef-

inite, then we have

f̃ (l+1)(v) =min
z
{γLcz+ q̂0(v0) + γE[f̃ (l)(v+)]}

=min
z

{
γLcz+ q̂0(v0) + γ

l−1∑
τ=0

γτE[q̂0(v0,+τ+1)] + γλ(l)E[v0:L−(l+1),+l+1] + γν(l)

}

+ γE
[ l∑
τ=0

E[v0:L−(l+1),+l+1|v+τ+1]′Q(l)
τ E[v0:L−(l+1),+l+1|v+τ+1]

]
=γmin

z

{ l∑
τ=0

Q
(l)

τ,(L−l,L−l)z
2 +
(

2
l∑

τ=0

Q
(l)

τ,(L−l,1:L−l))JL−l−1E[v0:L−(l+2),+l+1] +λ
(l)

(L−l) + γL−1c
)
z

}

+ γE
[ l∑
τ=0

E[v0:L−(l+2),+l+1|v+τ+1]′J′L−l−1Q
(l)
τ JL−l−1E[v0:L−(l+2),+l+1|v+τ+1]

]
+ γλ(l)JL−l−1E[v0:L−(l+2),+l+1] +

l−1∑
τ=0

γτ+1E[q̂0(v0,+τ+1)] + q̂0(v0) + γν(l)

=
l+1∑
τ=0

E
[
E[v0:L−(l+2),+l+1|v+τ ]

′Q(l+1)
τ E[v0:L−(l+2),+l+1|v+τ ]

]
+λ(l+1)E[v0:L−(l+2),+l+1] +

l∑
τ=0

γτE[q̂0(v0,+τ )] + ν(l+1)

Moreover, the matrix
∑l+1

τ=0 Q
(l+1)
τ is positive semidefinite..

D. Proof of Proposition 4

Functions f̃ (0) . . . f̃ (Λ) can be expressed as:

f̃ (l)(v) =
l∑

τ=0

E
[
E[v0:L−(l+1),+l|v+τ ]

>Q(l)
τ E[v0:L−(l+1),+l|v+τ ]

]
+λ(l)E[v0:L−(l+1),+l] +

l−1∑
τ=0

γτE[χ0(v+τ )] + ν(l)

(D.1)

where the (L− l)× (L− l) matrices Q(l)
τ , the 1× (L− l) vectors λ(l), and the scalars ν(l) according

to Equation (4.6) for l = 0, . . . ,Λ, with the only change that replaces γL−1 in (4.6) with γL−M in

the expressions for λl+1 and νl+1.

Following (D.1) for l=L−M , we have the the expression for function f̃L−M(v+), which yields

closed-form expressions for the order quantity zT
Λ
. In particular, when M = 1, matrices Q(L−1)

τ

and vector λ(L−1) reduce to scalers. Let ρ= x0− d, then v0,+Λ =−ρ−+L−M + z and

zT
Λ

=arg min
z≥0

{
γ
L−1∑
τ=0

Q(L−1)
τ z2− 2γ

L−1∑
τ=0

Q(L−1)
τ E[ρ−+L−1]z+ γ(λ(L−1) + γL−1c)z

}
=
[
ςT

Λ

+E[ρ−+L−1]
]+

,
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in which ςT
Λ

=−(λ̂
(L−1)

+ γL−1c)/
(
2
∑L−1

τ=0 Q̂
(L−1)
τ

)
, similar to the ςT

L
in the lost-sales model.

If M ≥ 2, we use Ĵl to denote the l× l matrix

Ĵl =


1
1 1

. . .
1 1 1

 ,

then

v0:M−1,+Λ =ĴMx0:M−1,+Λ = ĴM(x0,+Λ, xΛ+1, · · · , xL−1, z) .

Let Q̂(L−M)
τ = Ĵ>MQ(L−M)

τ ĴM and λ̂
(L−M)

=λ(L−M)ĴM , then

zT
Λ

=arg min
z≥0

{
γ
L−M∑
τ=0

Q̂
(L−M)

τ,(M,M)z
2 + 2γ

L−M∑
τ=0

Q̂
(L−M)

τ,(M,1:M−1)E[x0:M−2,+Λ]z

+ γ(λ̂
(L−M)

(M) + γL−Mc)z
}

=
[
ςT

Λ

− (κT
Λ

1 E[x0,+Λ] +κT
L

2:M−1xΛ+1:L−1)
]+

,

in which

ςT
Λ

=
−(λ̂

(L−M)

(M) + γL−Mc)

2
∑L−M

τ=0 Q̂
(L−M)

τ,(M,M)

, κT
Λ

l =

∑L−M
τ=0 Q̂

(L−M)

τ,(M,l)∑L−M
τ=0 Q̂

(L−M)

τ,(M,M)

, for l= 1, · · · ,M − 1 .

E. More on the TΛ+1 Policy

It can be verified that

f̃ (Λ)(v) =min
z

{
γΛcz+ γE

[
f̃ (L−M)(v+)

]}
=

Λ∑
τ=0

Q(Λ)
τ E

[
E
[
ρ−+L−1|v+τ

]2]
+ γΛcE

[
ρ−+L−1

]
+
L−M∑
τ=0

γτE[χ0(v+τ )] + ν(L) ,

with

Q
(Λ)
0 =−γ

Λ∑
τ=1

Q(L−M)
τ , Q(Λ)

τ = γQ
(L−M)
τ−1 ∀τ = 1, · · · ,Λ .

Therefore, for M = 1, we have

zT
Λ+1

=arg min
z≥0

{
γΛcz+ γΛE

[
θρ+

+Λ +h(−)ρ−+Λ

]
+ γ

( L+1∑
τ=1

Q(Λ)
τ E

[
E
[
ρ−+Λ|v+τ

]2]
+ γLcE

[
ρ−+Λ

])}
.

For M ≥ 2, the Q̂(Λ)
τ and λ̂

(Λ)
can be defined in the same way as Q̂(L−M)

τ and λ̂
(L−M)

, note that

they are scalers when M = 2. Therefore, if M = 2,

zT
Λ+1

=arg min
z≥0

{
γ

Λ∑
τ=0

Q̂(Λ)
τ z2− 2γ

Λ∑
τ=0

Q̂(Λ)
τ E[ρ−+Λ+1]z

+ (γλ̂
(Λ)

+ γΛc)z+ γΛE
[
h(+)[vM−1,+Λ− d+Λ]+ +h(−)[vM−1,+Λ− d+Λ]−

]}
.
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and if M > 2,

zT
Λ+1

=arg min
z≥0

{
γ

Λ∑
τ=0

Q̂
(Λ)

τ,(M−1,M−1)z
2 + 2γ

Λ∑
τ=0

Q̂
(Λ)

τ,(M−1,1:M−2)E[x0:M−3,+Λ+1]z

+ (γλ̂
(Λ)

(M−1) + γΛc)z+ γΛE
[
h(+)[vM−1,+Λ− d+Λ]+ +h(−)[vM−1,+Λ− d+Λ]−

]}
.
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