Simulated Likelihood Estimation of Affine Term Structure Models from Panel Data

Michael W. Brandt
Fuqua School of Business
Duke University
and NBER

Ping He
Lehman Brothers

This version: August 2006

Abstract

We show how to estimate affine term structure models from a panel of noisy bond yields using simulated maximum likelihood based on importance sampling. We approximate the likelihood function of the state-space representation of the model by correcting the likelihood function of a Gaussian first-order approximation for the non-normalities introduced by the affine factor dynamics. Depending on the accuracy of the correction, which is computed through simulations, the quality of the estimator ranges from quasi-maximum likelihood (no correction) to exact maximum likelihood as the simulation size grows.

*We thank Frank Diebold, Eric Ghysels, Qiang Kang, and Ken Singleton for their comments.
†One Towerview Drive, Durham, NC 27708-0120. Phone: (919) 660-1948. E-mail: mbrandt@duke.edu.
Abstract

We show how to estimate affine term structure models from a panel of noisy bond yields using simulated maximum likelihood based on importance sampling. We approximate the likelihood function of the state-space representation of the model by correcting the likelihood function of a Gaussian first-order approximation for the non-normalities introduced by the affine factor dynamics. Depending on the accuracy of the correction, which is computed through simulations, the quality of the estimator ranges from quasi-maximum likelihood (no correction) to exact maximum likelihood as the simulation size grows.
1 Introduction

The term structure of interest rates describes the relationship between the yield of a bond and its maturity. Given the high correlation among bond yields of different maturities, most models rely on a small number of factors to explain the time-series variation of the term structure. Starting with the classic Vasicek (1977) model, the term structure is typically characterized by the current realization and the dynamics of a set of exogenous state variables. Furthermore, most empirical implementations of these factor models have focused on the special cases of affine term structure models (ATSMs) of Duffie and Kan (1996) and Dai and Singleton (2000). ATSMs accommodate time-varying moments of the state variables through affine specifications of the risk-neutral drift and variance functions. At the same time, they deliver essentially closed-form expressions for bond prices.

The empirical research on particular specifications of ATSMs is extensive but, despite the popularity of ATSMs, the tools available for estimation are limited. Existing econometric methods can be roughly categorized as follows:

- **Bond returns.** Given the closed-form expressions for bond prices, we can derive a set of cross-sectional moments that involve only observed returns of bonds with different maturities and that can be used for GMM estimation (Brown and Dybvig, 1986; Gibbons and Ramaswamy, 1993). However, much information in the data is potentially lost by estimating the model from noisy unconditional moments of bond returns as opposed to estimating the model from more precise conditional bond prices.

- **State variable proxies.** If we assume that the state variables are observable or can be proxied for by observable variables, estimation of the model with ML, QML, or different forms of GMM is straightforward. A common example is to assume that the one-month interest rate is a proxy for the instantaneous short rate (the state variable) (Marsh and Rosenfeld, 1983; Chan, Karolyi, Longstaff, and Sanders, 1992; Nowman, 1997). But, as Chapman, Long, and Pearson (1999) illustrate, differences between the proxies and state variables can lead to economically significant biases in the inferences.

- **Implicit state variables.** Given the closed-form expressions for bond prices, we can invert any \( n \) bond prices, which are assumed to be error-free, into the \( n \) state variables and then use these implicit state variables in the estimation as if they were directly...
observable (Pearson and Sun, 1994; Chen and Scott, 1993; Fisher and Gilles, 1996; Dai and Singleton, 2000). The problem is that, in practice, different choices of the reference bonds imply different state variable realizations, which is of course inconsistent with the model. To not immediately reject the common factor structure of the model, we must therefore assume that all bonds except for the \( n \) bonds used in the inversion are priced or measured with error. This dichotomy in the error assumptions for the reference bonds versus all other bonds is obviously difficult to rationalize.

- **Panel of noisy bond yields.** If we accept that all bonds are priced or measured with error, we can rewrite the ATSMs in state-space form:

  measurement equation  
  
  \[ y_t = A + B z_t + \varepsilon_t \]

  transition equation  
  
  \[ dz_t = \kappa(\theta - z_t) dt + \Sigma \sqrt{S_t} dW_t, \]

  where \( S_t \) is a diagonal matrix with \( \{S_t\}_{ii} = \alpha_i + \beta_i' z_t \), \( y_t \) is a vector of the bond yields at time \( t \) with different maturities, \( z_t \) is a vector of state variables, \( \varepsilon_t \) are normally distributed errors, and the remaining quantities are model parameters. If we then discretize the transition equation and pretend that the innovations to the discretized transition equation are normally distributed, we can use the Kalman filter to estimate the model (Chen and Scott, 1995; Jegadeesh and Pennacchi, 1996; Babbs and Nowman, 1999; Duan and Simonato, 1999; De Jong, 2000; Duffee and Stanton, 2001). Unfortunately, the innovations to the discretized transition equation are only normally distributed if \( \beta_i = 0 \) for all \( i \), which corresponds to a multivariate Vasicek (1977) model. Otherwise, for the majority of ATSMs, we are dealing with a non-Gaussian state-space model, which means that the Kalman filter-based estimates are only QML estimates that are potentially inconsistent (see Lund, 1997) and certainly inefficient.

We propose a simulated maximum likelihood (SML) method for estimating affine term structure models from noisy panel data that overcomes the problems of the Kalman filter-based QML estimates. In particular, we use the importance-sampling approach of Durbin and Koopman (1997, 2001a) to correct the likelihood function of the QML estimator for the non-normalities introduced by the affine factor dynamics. Depending on the accuracy of the correction, which is determined by the number of simulations, the quality of the estimator ranges from QML (no correction) to exact ML.

Despite the obvious appeal of the panel data approach, there has been relatively little work on overcoming the problems with QML. Lund (1997) and Baadsgaard, Nielsen, and Madsen (2000) use a non-linear filter, instead of the Kalman filter, to obtain consistent
estimates of the level of the latent factors, but still end up with inconsistent QML estimates of the model parameters (because they assume that the filtering errors are Gaussian). Our SML estimator is most closely related to the Bayesian Markov chain Monte Carlo (MCMC) approach of Frühwirth-Schnatter and Geyer (1998). They use the QML likelihood as a proposal density to obtain draws from the posterior density of the model parameters, while we use the QML likelihood as an importance-sampling density to evaluate the likelihood function of the model (which we then maximize to obtain the SML parameter estimates).

The paper proceeds as follows: Section 2 explains the SML method and relates it to the more standard QML approach; Section 3 demonstrates the finite sample properties of our estimator through Monte Carlo experiments; Section 4 offers an empirical application for one- and two-factor Cox, Ingersoll, and Ross (CIR, 1985) models; and Section 5 concludes.

2 Simulated Likelihood Estimation

2.1 Affine Term Structure Models

We first provide a brief review of affine term structure models (Duffie and Kan, 1996; Dai and Singleton, 2000). Absent arbitrage opportunities, the time $t$ price of a zero-coupon bond that matures at time $t+\tau$, denoted $P^\tau_t$, is given by:

$$P^\tau_t = E_t^Q \left[ \exp \left\{ - \int_t^{t+\tau} r_s ds \right\} \right],$$

(2)

where $E_t^Q[ \cdot ]$ denotes a conditional expectation under the risk-neutral measure $Q$. An $n$-factor affine term structure model is obtained under the assumption that the instantaneous short rate $r_t$ is an affine function of a vector of unobserved state variables $z_t = [z_{1t}, z_{2t}, ..., z_{nt}]$:

$$r_t = \delta_0 + \sum_{i=1}^n \delta_i z_{it} = \delta_0 + \delta z_t$$

(3)

and that $z_t$ follows an affine diffusion:

$$dz_t = \kappa^Q (\theta^Q - z_t) dt + \Sigma_t^{1/2} dW_t^Q,$$

(4)

where $W_t^Q$ is an $n$-dimensional independent standard Brownian motion under the risk-neutral measure, $\theta^Q$ is an $n$-vector, $\kappa^Q$ and $\Sigma$ are $n \times n$ matrices, which may be non-diagonal and
asymmetric, and $S_t$ is an $n \times n$ diagonal matrix with the $i$th diagonal element:

$$\{S_t\}_{ii} = \alpha_i + \beta_i'z_t.$$  

(5)

The key feature of affine diffusions is that both the drift and the conditional variance are affine functions of the state variables $z_t$.

Provided a parameterization is admissible, we know from Duffie and Kan (1996) that:

$$P^\tau_t = \exp \{ A(\tau) + B(\tau)'z_t \}$$  

(6)

or, denoting the yield of the bond by $y^\tau_t$, that:

$$y^\tau_t = -\frac{1}{\tau} \ln P^\tau_t = -\frac{1}{\tau} [A(\tau) + B(\tau)'z_t],$$  

(7)

where $A(\tau)$ and $B(\tau)$ satisfy the ordinary differential equations (ODEs):

$$\frac{dA(\tau)}{d\tau} = \theta' \kappa' B(\tau) + \frac{1}{2} \sum_{i=1}^n [\Sigma' B(\tau)]_i^2 \alpha_i - \delta_0$$

$$\frac{dB(\tau)}{d\tau} = -\kappa' B(\tau) + \frac{1}{2} \sum_{i=1}^n [\Sigma' B(\tau)]_i^2 \beta_i - \delta_z.$$  

(8)

These ODEs, which can be solved easily through numerical integration starting from the initial conditions $A(0) = 0$ and $B(0) = 0_{n \times 1}$, are completely determined by the specification of the risk-neutral dynamics of the state variables $z_t$.

In order to empirically implement ATSMs, we also need to know the dynamics of $z_t$ under the actual measure $P$. For this we need to make an assumption about the market price of risks $\Lambda_t$, such as:

$$\Lambda_t = \sqrt{S_t} \lambda,$$  

(9)

where $\lambda$ is an $n$-vector of constants. Under this particular assumption about the market prices of risk, the process for $z_t$ under the actual measure also has an affine form:

$$dz_t = \kappa(\theta - z_t)dt + \Sigma \sqrt{S_t} dW_t,$$  

(10)

where $W_t$ is an $n$-dimensional vector of independent standard Brownian motions under the
actual measure and:

\[ \kappa = \kappa^Q - \Sigma \Phi \]
\[ \theta = \kappa^{-1} (\kappa^Q \theta^Q + \Sigma \psi). \]

(11)

The \( i \)th row of the \( n \times n \) matrix \( \Phi \) is \( \lambda_i \beta_i' \) and \( \psi \) is an \( n \)-vector whose \( i \)th element is \( \lambda_i \alpha_i \).

Any sensible parameterization of ATSMs must be both theoretically admissible and econometrically identified. Dai and Singleton (2000) discuss the parameter restrictions that these two requirements place on the general class of models described above. They propose a classification scheme that assigns any admissible ATSM to a unique \textit{canonical} representation with identical econometric implications for the instantaneous short rate and hence for bond prices. Throughout this paper, we assume that we are dealing with such canonical ATSMs, so that the admissibility and identification requirements are automatically satisfied.

### 2.2 State-Space Representation

The fact that in ATSMs the bond yields are linear functions of the state variables implies that the covariance matrix of \( k \) yields for maturities \( \{\tau_1, \tau_2, \ldots, \tau_k\} \) is only of rank \( n \). For reasonable values of \( n \) (e.g., \( n \leq 3 \)), this implication is decisively rejected by the data. To reconcile the data with low-dimensional ATSMs, we therefore assume that each bond is priced or measured with a random error. In particular, we assume normally distributed additive errors in yields (or log-normally distributed multiplicative errors in prices) that may be correlated across bonds but are iid through time.\(^2\) Formally, we write:

\[ y_t = A + B z_t + \varepsilon_t, \quad \text{with} \quad \varepsilon_t \overset{\text{iid}}{\sim} \text{MVN}[0, H_{t-1}], \]

(12)

where \( y_t = [y_{t1}^\tau, y_{t2}^\tau, \ldots, y_{tk}^\tau]' \), \( A = [A(\tau_1), A(\tau_2), \ldots, A(\tau_k)]' \), \( B = [B(\tau_1), B(\tau_2), \ldots, B(\tau_k)]' \), \( \varepsilon_t = [\varepsilon_{t1}^\tau, \varepsilon_{t2}^\tau, \ldots, \varepsilon_{tk}^\tau]' \), \( H_{t-1} \) is the potentially time-varying covariance matrix of the errors, and \( \text{MVN} \) denotes multi-variable normal distribution.

ATSMs are formulated in continuous time but we only observe data at discrete points in time. To facilitate econometric inferences based on discrete time data, we work with the discrete time (e.g., daily or weekly) factor dynamics implied by the continuous time process (10). We denote this discrete time process:

\[ z_t = m(z_{t-1}) + v(z_{t-1})^{1/2} \eta_t, \]

(13)

\(^2\text{Although the assumption of additive errors in yields is prominent in the literature, Lund (1997) argues that in certain settings the assumption of additive errors in prices is more appropriate.}\)
where \( m(z_{t-1}) = \text{E}[z_t|z_{t-1}] \), \( v(z_{t-1}) = \text{Var}[z_t|z_{t-1}] \), and the standardized innovations \( \eta_t \) are iid with zero mean and unit variance, but are generally not normally distributed.\(^3\) Due to the affine form of the continuous time process, the discrete time conditional mean and variance functions are both linear in \( z_{t-1} \), so that \( m(z_{t-1}) = m_0 + m_1'z_{t-1} \) and \( v(z_{t-1}) = v_0 + v_1'z_{t-1} \), with coefficients that are expressed analytically in the Appendix.

Equations (12) and (13) make up a state-space model. In the terminology of state-space models, equation (12) is the measurement or observation equation and equation (13) is the transition or state equation. To draw inferences about the parameters of the model and the realizations of the latent factors from the observed yields, we need to solve a set of filtering and smoothing problems. Filtering generates the one-step-ahead forecasts of the factors \( \hat{z}_t|t-1 \equiv \text{E}[z_t|y_1, \ldots, y_{t-1}] \) and the corresponding forecast covariance matrix \( \Omega_{t|t-1} \equiv \text{Var}[\hat{z}_t|t-1|y_1, \ldots, y_{t-1}] \), which in a linear Gaussian state-space model are used to construct the likelihood function. Smoothing yields the full-information forecasts of the factors \( \hat{z}_{t|T} \equiv \text{E}[z_t|y_1, \ldots, y_T] \) and the corresponding forecast covariance matrix \( \Omega_{t|T} \equiv \text{Var}[\hat{z}_{t|t-1}|y_1, \ldots, y_T] \). Unfortunately, the filtering and smoothing problems for ATSMs are non-standard because the state equation innovations \( \eta_t \) are generally not normally distributed. This means that the standard Kalman filter, designed for linear Gaussian state-space models, cannot be used directly to construct the likelihood function of ATSMs.\(^4\)

2.3 Quasi-Maximum Likelihood Estimation

Consider a multifactor Vasicek (1977) model with \( \beta = 0 \), and hence with normally distributed discrete time factor innovations \( \eta_t \), which is the only ATSM that corresponds to a linear Gaussian state-space model. For this special case, the assumptions of the Kalman filter are satisfied and ML estimation is straightforward. Intuitively, the likelihood function should be based on the normally distributed yield errors \( [y_t - A - Bz_t] \sim \text{MVN}[0, H_{t-1}] \), but these errors are not measurable at time \( t \) because they depend on the latent factors \( z_t \). To make the errors measurable, we replace \( z_t \) with the filtered estimates \( \hat{z}_{t|t-1} \) from the Kalman filter, which, under the assumptions of the Kalman filter, are distributed \( \text{MVN}[z_t, \Omega_{t|t-1}] \). Since the yield and filtering errors are independent, the distribution of the measurable errors \( [y_t - A - B\hat{z}_{t|t-1}] \)

\(^3\)For example, in a one-factor CIR model, the innovations \( \eta_t \) have a non-central \( \chi^2 \) distribution.

\(^4\)The Kalman filter is a recursive algorithm for generating conditional (on the data) forecasts of the latent state vector in linear Gaussian state-space models. See Harvey (1989) or Hamilton (1994) for details.
is MVN\([0, H_{t-1} + B\Omega_{t|t-1}B']\). We use this distribution to form the likelihood function:

\[
\mathcal{L}(\psi) = \prod_{t=1}^{T} (2\pi)^{-k/2} |H_{t-1} + B\Omega_{t|t-1}B'|^{-1/2} \times \\
\exp \left\{ -\frac{1}{2} (y_t - A - B\hat{z}_{t|t-1})'(H_{t-1} + B\Omega_{t|t-1}B')^{-1}(y_t - A - B\hat{z}_{t|t-1}) \right\},
\]

(14)

where \(\hat{z}_{1|0}\) and \(\Omega_{1|0}\) correspond to the unconditional estimates of the initial \(z_1\). Finally, ML estimates of the model parameters are obtained by maximizing \(\mathcal{L}(\psi)\) with respect to \(\psi\).

For general ATSMs with \(\beta \neq 0\), and hence with innovations \(\eta_t\) that are not normally distributed, Kalman filter-based ML estimation breaks down for two reasons. First, the Kalman filter estimates of \(z_t\) do not correspond to the conditional expectations of \(z_t\) given the observed yields because the Kalman filter relies on a linear projection of \(z_t\) onto the linear sub-space of yields (which happens to coincide with the conditional expectations under multivariate normality). Therefore, we cannot use the filtered estimates to evaluate the likelihood function. Second, in a non-Gaussian model, the filtering errors, the differences between \(z_t\) and the linear projections, are not normally distributed. This means that the form of the likelihood function evaluated at the filtered estimates is not Gaussian.

Nonetheless, to the extent that the discrete time factor dynamics are almost Gaussian, perhaps because the data is sampled at high frequency, we might expect the Kalman filter-based ML estimates to be close to the true ML estimates (based on the conditional expectations of \(z_t\) and the corresponding non-Gaussian likelihood function). This naturally leads to the idea of QML estimation. Beyond the intuitive appeal of QML, there exists an extensive theory for misspecified inference problems. In fact, in some settings QML estimators can be shown to be consistent (White, 1982; Bollerslev and Wooldridge, 1992), but unfortunately, ATSMs do not satisfy the conditions required for consistency (Lund, 1997). Furthermore, the Monte Carlo evidence is mixed. For highly persistent single-factor models (which typically have nearly Gaussian factor dynamics even at the monthly frequency), QML performs reasonably well (Duan and Simonato, 1999); but for multifactor models it exhibits significant biases (Frühwirth-Schnatter and Geyer, 1998; Duffee and Stanton, 2001).

### 2.4 Simulated Maximum Likelihood Estimation

We therefore turn to SML estimation. Specifically, we show how to numerically construct the likelihood function of the non-Gaussian state-space model of ATSMs using an importance-sampling approach similar to the one used by Durbin and Koopman (1997), Sandmann and Koopman (1998), and Brandt and Kang (2004) in different contexts. The basic idea of the
estimator is to correct the likelihood function of the QML estimator for the non-normalities introduced by the affine factor dynamics.

### 2.4.1 Correcting the QML Likelihood Function

Let \( y \) and \( z \) denote the \( T \times k \) and \( T \times n \) matrices \([y'_1, y'_2, \ldots, y'_T]\)' and \([z'_1, z'_2, \ldots, z'_T]\)' respectively. The exact likelihood function of the model is:

\[
\mathcal{L}(\psi) = p(y|\psi) = \int p(y, z|\psi) \, dz = \int p(y|z, \psi) p(z|\psi) \, dz. \quad (15)
\]

The first line of equation (15) defines the likelihood function as the density of the observed bond yields \( y \) given the parameter \( \psi \). The second line expresses this density as the marginal density of the yields obtained from the joint density of \( y \) and the latent factors \( z \). Finally, in the third line we write the joint density of \( y \) and \( z \) as the product of the conditional density of \( y \) given \( z \) and the marginal density of \( z \).

The point of this algebra is that the likelihood function \( \mathcal{L}(\psi) \) can be viewed as an expectation of the conditional density \( p(y|z, \psi) \) with respect to the marginal density \( p(z|\psi) \). With \( T \) data points and \( n \) latent factors \( z \), this expectation involves an \( n \times T \) dimensional integral. The high dimensionality of the integral and the nonlinearities of the conditional density \( p(y|z, \psi) \) make it practically impossible to compute this expectation analytically. We therefore rely on an importance-sampling scheme, based on the misspecified QML likelihood, to evaluate the exact likelihood function numerically.\(^5\)

The SML estimator is based on the relationship between the exact likelihood function in equation (15) and the likelihood function of the QML estimator described in Section 2.3.

---

\(^5\)In principle, the latent factors \( z \) can be sampled directly from the density \( p(z|\psi) \) and Monte Carlo integration can then be used to solve the integral in the third line of equation (15). In practice, however, this brute-force simulation approach is grossly inefficient. We can greatly improve the efficiency of the Monte Carlo integration through the use of importance sampling.
The QML likelihood function can be written as:

\[ L_{\text{QML}}(\psi) = p_{\text{QML}}(y|\psi) = \frac{p_{\text{QML}}(y, z|\psi)}{p_{\text{QML}}(z|y, \psi)} = \frac{p_{\text{QML}}(y|z, \psi) p_{\text{QML}}(z|\psi)}{p_{\text{QML}}(z|y, \psi)} \]

\[ = \frac{p(y|z, \psi) p_{\text{QML}}(z|\psi)}{p_{\text{QML}}(z|y, \psi)}. \]  

(16)

The first line of equation (16) defines the likelihood function, the second line follows from the definition of a conditional probability \( P(A|B) = P(A, B)/P(B) \), and in the third line we again write the joint density of \( y \) and \( z \) as the product of the conditional density of \( y \) given \( z \) and the marginal density of \( z \). The most important step is replacing the QML conditional density \( p_{\text{QML}}(y|z, \psi) \) in the third line with the true conditional density \( p(y|z, \psi) \) in the fourth line. This replacement is possible because the true model and the approximate QML model are based on the same linear measurement equation (12), which means that for the same \( z \) and \( \psi \), the conditional densities of \( y \) are also the same.

Solving the last line of equation (16) for:

\[ p(y|z, \psi) = L_{\text{QML}}(\psi) \frac{p_{\text{QML}}(z|y, \psi)}{p_{\text{QML}}(z|\psi)} \]

(17)

and substituting it into equation (15) yields:

\[ L(\psi) = \int p(y|z, \psi) p(z|\psi) \, dz \]

\[ = L_{\text{QML}}(\psi) \int \frac{p(z|\psi)}{p_{\text{QML}}(z|\psi)} p_{\text{QML}}(z|y, \psi) \, dz \]

\[ = L_{\text{QML}}(\psi) E_{\text{QML}} \left[ \frac{p(z|\psi)}{p_{\text{QML}}(z|\psi)} \bigg| y, \psi \right]. \]  

(18)

In summary, the true likelihood function \( L(\psi) \) can be expressed as the product of the QML likelihood function \( L_{\text{QML}}(\psi) \) and a correction factor \( E_{\text{QML}}[w(z)|y, \psi] \), where for notational convenience we define:

\[ w(z) = \frac{p(z|\psi)}{p_{\text{QML}}(z|\psi)}. \]  

(19)

The correction factor characterizes the departure of the true likelihood from the QML
likelihood as the average distance between the marginal densities $p(z|\psi)$ and $p_{QML}(z|\psi)$. If the two densities are close to each other, the function $w(z)$ is close to one and so is its expectation with respect to the QML inferences about the latent factors $p_{QML}(z|y, \psi)$.

To evaluate the true likelihood function $L(\psi)$, we need to evaluate the QML likelihood function $L_{QML}(\psi)$, which is straightforward, and the corresponding likelihood correction, given by the expectation of $w(z)$ with respect to the smoothed QML inferences about the latent factors $p_{QML}(z|y, \psi)$. However, even if we can evaluate $w(z)$ for a given factor history $z$ (an issue we discuss below), its expectation cannot generally be computed analytically. We therefore use simulations to evaluate the correction factor. Specifically, we use Durbin and Koopman’s (2001b) simulation smoother algorithm to simulate $L$ factor histories $\{z^l\}_{l=1}^L$ from the conditional density $p_{QML}(z|y, \psi)$. We then evaluate $w(z^l)$ for each $z^l$ and average across all $L$ simulations to obtain the following estimate of the correction factor $E_{QML}[w(z)|y, \psi]$:

$$\bar{w} = \frac{1}{L} \sum_{l=1}^L w(z^l). \quad (20)$$

Finally, we use equation (18) to construct an estimate of the likelihood function:

$$\hat{L}(\psi) = L_{QML}(\psi) \bar{w}. \quad (21)$$

Since $\bar{w} \to E_{QML}[w(z)|y, \psi]$ as $L \to \infty$, it follows that $\hat{L}(\psi)$ converges to $L(\psi)$. Furthermore, as long as the convergence of the likelihood function is sufficiently smooth, the SML estimator $\hat{\psi}_{SML}$ that maximizes $\hat{L}(\psi)$ converges to the ML estimator $\hat{\psi}_{ML}$ that maximizes $L(\psi)$.

However, it is typically more convenient to work with the log likelihood function. Taking logs of equation (21) gives:

$$\ln \hat{L}(\psi) = \ln L_{QML}(\psi) + \ln \bar{w}. \quad (22)$$

But, $\ln \hat{L}(\psi)$ is a biased estimator of $\ln L(\psi)$ because $E[\ln \bar{w}] \neq \ln E[w]$. Durbin and Koopman (1997) and Shephard and Pitt (1997) suggest adding a term to the log likelihood function to correct the bias (up to order $O(L^{-3/2})$) from the log transformation:

$$\ln \hat{L}(\psi) = \ln L_{QML}(\psi) + \ln \bar{w} + \frac{\eta_w^2}{2L\bar{w}^2}, \quad (23)$$

where:

$$\eta_w^2 = \frac{1}{L-1} \sum_{l=1}^L (w^l - \bar{w})^2. \quad (24)$$
2.4.2 Evaluating the Ratio of Marginal Densities

A critical step in SML estimation is to evaluate the ratio of densities $w(z) = p(z|\psi)/p_{QML}(z|\psi)$ for a given factor history $z$. Since the factor dynamics under both the true and QML models are first-order Markov, the numerator and denominator of $w(z)$ can be expressed as products of one-step-ahead transition densities, $p(z|\psi) = p(z_0|\psi) \prod_{t=1}^{T} p(z_t, t|z_{t-1}, t-1, \psi)$ and $p_{QML}(z|\psi) = p_{QML}(z_0|\psi) \prod_{t=1}^{T} p_{QML}(z_t, t|z_{t-1}, t-1, \psi)$, respectively. For the QML model, the unconditional distribution of $z_0$ and the one-step-ahead transition densities are all Gaussian by assumption. Evaluating $p_{QML}(z|\psi)$, the denominator of $w(z)$, is therefore straightforward. However, for the true model, these densities are not only generally non-Gaussian, which is the source of the problems with QML, but are also often analytically unknown. This makes evaluating $p(z|\psi)$, the numerator of $w(z)$, more problematic.

To focus the discussion, it is useful to differentiate between three cases: (i) multifactor Vasicek models with $\alpha \neq 0$ but $\beta = 0$, (ii) multifactor CIR models with $\alpha = 0$ but $\beta \neq 0$, and (iii) general ATSMs with $\alpha \neq 0$ and $\beta \neq 0$. For Vasicek models, $p(z_0|\psi) = p_{QML}(z_0|\psi)$ and $p(z_t, t|z_{t-1}, t-1, \psi) = p_{QML}(z_t, t|z_{t-1}, t-1, \psi)$, so that $w(z) = 1$ for all $z$ and $L(\psi) = L_{QML}(\psi)$. For CIR models, $p(z_0|\psi)$ and $p(z_t, t|z_{t-1}, t-1, \psi)$ are non-Gaussian, which means $w(z) \neq 1$ for some $z$ and $L(\psi) \neq L_{QML}(\psi)$, but can be evaluated analytically because they are Gamma and non-central $\chi^2$ densities, respectively. In this case, evaluating the numerator of $w(z)$ is only slightly more complicated than evaluating the denominator. Finally, for general ATSMs, $p(z_0|\psi)$ and $p(z_t, t|z_{t-1}, t-1, \psi)$ are unfortunately analytically unknown.

There are at least two ways to implement the estimator when the densities are unknown. First, $p(z_0|\psi)$ and $p(z_t, t|z_{t-1}, t-1, \psi)$ can be evaluated numerically using the characteristic functions method of Singleton (2001). Second, we can use the Hermite polynomial expansion method of Aït-Sahalia (2002) to obtain arbitrarily precise analytical approximations of the densities. In practice, these analytical approximations are more appealing in our context because of their computational speed and the fact that in each iteration of the likelihood maximization the $T + 1$ densities need to be evaluated $L$ times. Even if it takes less than a second to solve for the densities numerically, with $T = 500$ and $L = 100$, it takes 14 hours for just one evaluation of the likelihood function. In contrast, once the polynomial expansion coefficients have been computed as a function of the model parameters, which is done only once, evaluating the analytical density approximations is virtually instantaneous.
2.4.3 Extracting the Latent Factors

Analogous to the reformulation of the likelihood function, we can obtain an expression for the smoothed estimates \( \hat{z}_{T} = [\hat{z}_{1|T}', \hat{z}_{2|T}', \ldots, \hat{z}_{T|T}']' \) of the latent factors \( z \). We substitute:

\[
p(y|z, \psi) = \frac{p(y, z|\psi)}{p(z|\psi)} = \frac{p(z|y, \psi) L(\psi)}{p(z|\psi)}
\]

into equation (17) and solve for:

\[
p(z|y, \psi) = \frac{L_{QML}(\psi)}{L(\psi)} \frac{p(z|\psi)}{p_{QML}(z|y, \psi)} \frac{L_{QML}(\psi)}{w(z) p_{QML}(z|y, \psi)}.
\]

The smoothed estimates of \( z \) are then given by:

\[
\hat{z}_{T} = E[z|y, \psi]
= \int z p(z|y, \psi) dz
= \frac{L_{QML}(\psi)}{L(\psi)} \int z w(z) p_{QML}(z|y, \psi) dz
= \frac{L_{QML}(\psi)}{L(\psi)} E_{QML}[w(z)z|y, \psi].
\]

Finally, we replace the expectation with respect to the smoothed QML inferences with an average over the simulated factor histories:

\[
\hat{z}_{T} = \frac{L_{QML}(\psi)}{L(\psi)} \frac{1}{L} \sum_{l=1}^{L} w(z^{l}) z^{l}.
\]

3 Monte Carlo Study

To explore the properties of our SML approach, we conduct a Monte Carlo study for a single-factor CIR model. Like CIR, we assume that the instantaneous interest rate is \( r_{t} = z_{t} \) (i.e., \( n = 1, \delta_{0} = 0, \) and \( \delta_{1} = 1 \)) and the factor follows a square-root diffusion:

\[
dz_{t} = \kappa(\theta - z_{t})dt + \Sigma \sqrt{z_{t}} dW_{t}
\]

(i.e., \( \alpha = 0 \) and \( \beta = 1 \)). Zero-coupon bond prices are then given by equation (6) with:
\[ A(\tau) = \nu \ln \left( \frac{2\gamma \exp \left\{ \frac{1}{2}(\kappa + \lambda + \gamma)\tau \right\}}{(\kappa + \lambda + \gamma)\left( \exp\{\gamma\tau\} - 1 \right) + 2\gamma} \right), \]

\[ B(\tau) = -\frac{2\left( \exp\{\gamma\tau\} - 1 \right)}{(\kappa + \lambda + \gamma)\left( \exp\{\gamma\tau\} - 1 \right) + 2\gamma}, \tag{30} \]

where \( \nu = 2\kappa\theta/\Sigma^2 \) and \( \gamma = \sqrt{(\kappa + \lambda)^2 + 2\Sigma^2} \).

The advantage of the CIR model is that the unconditional distribution of \( z_0 \) is Gamma:

\[ p(z_0|\psi) = \frac{1}{\Gamma(\nu)\phi^\nu} z_0^{\nu-1} \exp\{-z_0/\phi\}, \tag{31} \]

where \( \phi = \Sigma^2/(2\kappa) \), and the discrete time transition density of \( z_t \) is non-central \( \chi^2 \):

\[ p(z_t, t|z_s, s, \psi) = \Delta \frac{[\Psi(z_t)/\Phi(z_s)]^{(\nu-1)/2}}{\exp\{\Psi(z_t) + \Phi(z_s)\}} \mathcal{I}_{\nu-1} \left[ 2\sqrt{\Phi(z_s)\Psi(z_t)} \right], \tag{32} \]

where \( \Delta = 1/\left[ \phi(1 - \exp\{-\kappa(t-s)\}) \right] \), \( \Phi(z_s) = z_s \Delta \exp\{-\kappa(t-s)\} \), \( \Psi(z_t) = z_t \Delta \), and \( \mathcal{I}_{\nu-1}[\cdot] \) denotes the modified Bessel function of the first kind of order \( \nu - 1 \). These closed-form expressions for the densities allow us to directly simulate discrete time data from the model using the inverse-CDF method (as opposed to using a discretization scheme) and speed up the SML estimation because we can evaluate the ratio of marginal densities \( w(z) \) without having to resort to numerical solutions or analytical approximations.

The experiment proceeds as follows. Setting \( \kappa = 0.8, \theta = 0.03, \Sigma = 0.15, \) and \( \lambda = -0.5 \), which corresponds roughly to our estimates in the next section, we simulate a time-series of \( T = 520 \) weekly factor realizations and generate for each realization a set of \( k = 5 \) zero-coupon bond yields \( y_{\tau t} \) for maturities \( \tau \) of one, three, 12, 60, and 120 months. We then add to each yield an iid measurement error \( \epsilon_{\tau t} \) with standard deviation \( h = 0.005 \) (i.e., \( H_t = h^2I_{k\times k} \)) and apply both the QML and SML estimators\(^6\) to the resulting noisy panel data. Finally, we repeat the procedure 100 times to obtain sampling distributions of the estimates.

Table 1 reports the across-simulations means and standard deviations of the QML and SML estimates, where for SML we consider simulation sizes \( L \) ranging from 100 to 10000. The differences between the estimators are striking. For \( \kappa, \theta, \Sigma \) and \( \lambda \), the SML estimates are less biased and much less variable than the QML estimates. For example, for the market

\(^6\)In our SML estimation, for every valuation of the log-likelihood we use common random variables. At the same time, antithetic sampling technique is used to reduce the variance from importance sampling.
price of interest rate risk $\lambda$, with a true value of $-0.5$, the average QML estimate is $-0.6587$ with a standard deviation of $0.3481$. The average SML estimate with $L = 1000$ (which is the simulation size for our empirical estimation in Section 4) is $-0.4998$ with a standard deviation of only $0.0015$ (a 200-fold reduction). The relative performance of SML is equally impressive for the mean-reversion coefficient $\kappa$, the standard deviation coefficient $\Sigma$, and long-run mean $\theta$.

The relative performance of SML for the standard deviation of the yield errors $h$ is less impressive. The SML estimates are slightly upward-biased, but this bias goes down as simulation size goes to infinity. Intuitively, the reason for this difference in relative performance is that the simulation-induced noise in filtering the current value of the factor makes the factor look more volatile than it actually is, and creates more pricing errors. Consistent with this explanation, the bias decreases as the simulation size gets larger.

4 Empirical Application

4.1 Data

Following Dai and Singleton (2000), we collect weekly data on U.S. dollar LIBOR and swap rates from Data Stream. The rates are sampled every Wednesday from April 1987 through December 1999 (666 observations). The LIBOR rates are for three- and six-month maturities and the swap rates are for one-, two-, three-, five-, seven-, and 10-year maturities. From this raw data, we infer the zero-coupon yields for 12 points on the zero-coupon yield curve (three, six, 12, 24, 36, ... 108, and 120 months to maturity) using the bootstrapping method outlined in James and Webber (2001). We plot the resulting panel of yields in Figure 1.

4.2 Single-factor CIR model

We first estimate the single-factor CIR model assuming, as in the Monte Carlo study, that the measurement errors are iid and homogeneous in the cross-section with standard deviation $h$. We use $L = 1000$ simulations to compute the likelihood correction for the SML estimator, which in our view represents a sensible compromise between accuracy of the estimates and computational speed. Panel A of Table 2 presents both the QML and SML estimates.

The two sets of estimates are similar. They are also consistent with comparable estimates of the single-factor CIR model in the literature. The mean-reversion speed $\kappa$ is 0.5331, implying a weekly autocorrelation, $\exp(-\kappa/52)$, of 0.9898 and a half-life, $-\ln(0.5)/\kappa$, of 1.31 years. The long-run mean of the factor is 1.43 percent and the steady state volatility
\(\sqrt{\sum \theta} \) is 4.18 percent. The market price of interest rate risk is negative at \(-0.5175\), which together with the other parameters, implies an asymptotic yield \(y_t^\infty = 2\kappa \theta / (\gamma + \kappa + \lambda)\) of 8.03 percent. Finally, the standard deviation of the pricing or measurement errors is fairly large at 43 basis points.

The differences between the QML and SML estimates are in line with the biases of the two estimators documented in Table 1. On one hand, the biased QML estimates of \(\kappa\) and \(\lambda\) are smaller in magnitude than the corresponding SML estimates. On the other hand, the SML estimate of \(\theta, \Sigma\) and \(h\) are roughly the same. Notice also that the asymptotic standard errors (calculated from the Hessian of the log-likelihood function) of the SML estimates are of the same magnitude as the finite sample standard errors. The asymptotic standard errors of the QML estimates, in contrast, are much smaller than the finite sample standard errors. For example, the asymptotic standard error on the market price of risk is 0.01145, compared to the finite sample counterpart of 0.2275. This observation serves as a caution against relying on asymptotic inferences in QML estimation and, at the same time, illustrates the strength of our SML approach.

As a model specification diagnostic, we report in Panel B of Table 2 the means, standard deviations, and MSEs of the yield errors \(y_t - A(\tau) - B(\tau) \hat{z}_t\), where \(A(\tau)\) and \(B(\tau)\) are evaluated at the estimated parameters and \(\hat{z}_t\) denotes the smoothed estimate of the latent factor from the Kalman filter (QML) or from the estimator described in Section 2.4.3 (SML). The striking feature of the pricing errors is the pronounced U-shape of the standard deviation across maturities. Bonds with two to four years to maturity are priced much more precisely than bonds with less than one year or more than five years to maturity. If the data is generated by a single-factor CIR model, the assumption of iid errors in the cross-section is clearly false. (An obvious alternative is that the data is not generated from a single-factor CIR model. We consider this alternative in Section 4.3.)

To accommodate this U-shape in the standard deviation of the errors, we parameterize the variance of the errors as a function of the time-to-maturity of the bond:

\[
h^2(\tau) = \exp \{a_0 + a_1 \tau + a_2 \tau^2\}. \tag{33}
\]

The obvious advantage of parameterizing the standard deviation is that it allows for some heterogeneity in the measurement errors without requiring a separate parameter for each bond. In particular, with the parameterization (33), the log standard deviation is a quadratic function of \(\tau\) that can be U-shaped. We work with logs to ensure positivity.

Table 3 shows in Panel A the QML and SML estimates with heterogeneous measurement
errors, and describes in Panel B the corresponding yield errors. The parameter estimates are somewhat different from the ones with homogeneous measurement errors. In particular, the estimated long-run mean $\theta$ is smaller at 0.85 percent, and the estimates of $\kappa$ and $\lambda$ are larger in magnitude, implying a weekly autocorrelation of 0.9892 and an asymptotic yield of 7.16 percent. These differences illustrate the importance of correctly modeling the measurement errors for drawing inferences about the other parameters of the model.

The estimates of $a_0$, $a_1$, and $a_2$ are all statistically significant at the one-percent level. The signs and magnitudes of the estimates are such that $\ln h^2(\tau)$ is indeed a U-shaped function of $\tau$ that obtains a minimum at approximately $\tau = 6.55$. This is consistent with Panel B, where the standard deviation of the pricing errors is smallest for the six-year bond.

The yield errors are not particularly informative about which estimates are closer to the true parameters because they ignore the time-series dimension of the model. It is possible for a model to fit well the cross-sections of yields but for the estimated factor dynamics to be a poor description of the true factor dynamics (Backus, Foresi, and Zin, 1998). To get a better sense for the quality of the estimates, we conduct the following forecasting experiment. For each date $t$, we obtain the smoothed estimates of the latent factor $\hat{z}_{t|T}$, either from the Kalman filter (QML) or from the estimator described in Section 2.4.3 (SML), and use these estimates as an anchor to generate forecasts of the factors $m$ periods in the future $\hat{z}_{t+m|t}$ through the estimated factor dynamics. We then use these forecasts of the factors to construct forecasts of the entire cross-section of bond yields and compute the yield forecast errors $y_{t+m}^{\tau} - A(\tau) - B(\tau)\hat{z}_{t+m|t}$.

Table 4 presents the means, standard deviations, and MSEs of the yield forecast errors for bonds with one, two, five and 10 years to maturity and forecast horizons $m$ ranging from one week to one quarter (12 weeks). Judging by the magnitude of the MSEs across horizons, it is obviously more difficult to forecast yields at long horizons than at short horizons. As a result, the differences between the QML and SML estimates are more pronounced as the horizon gets longer; the SML estimates produce less biased forecasts with roughly the same standard deviation.

This pattern makes sense. The QML estimator produces more biased forecasts for two reasons. First, the smoothed estimates of the factors from the Kalman filter are biased. Second, the QML parameter estimates are biased, which means that the forecasts are potentially even more biased than the Kalman filter-based estimates to which these forecasts are anchored. The SML estimator does not produces less variable forecasts because the smoothed estimates of the factors are contaminated with some simulation error. It is important to realize, however, that the bias of the QML estimator is set in stone, while
the simulation-induced variance of the SML estimator can always be reduced by increasing
the simulation size $L$ and through variance reduction techniques.

### 4.3 Two-Factor CIR Model

The sheer magnitudes of the pricing errors in Tables 2-4 confirm the consensus in the
literature that more than one factor is needed to explain the dynamics of the term structure
(Stambaugh, 1988; Litterman and Scheinkman, 1991). Although a careful analysis of
multifactor term structure models, along the lines of Dai and Singleton (2000) and Brandt
and Chapman (2002), is outside the scope of this paper, we at least consider the two-factor
CIR model of Chen and Scott (1992). Specifically, we assume that the instantaneous interest
rate is $r_t = z_{1,t} + z_{2,t}$ (i.e., $n = 2$, $\delta_0 = 0$, $\delta_1 = 1$, and $\delta_2 = 1$) and each factor follows an
independent square-root diffusion:

$$dz_{i,t} = \kappa_i(\theta_i - z_{i,t})dt + \Sigma_i\sqrt{z_{i,t}}dW_{i,t},$$

(i.e., $\alpha_i = 0$ and $\beta_i = 1$). Zero-coupon bond prices are then given by equation (6) with:

$$A_i(\tau) = \nu_i \ln \left[ \frac{2\gamma_i \exp \left\{ \frac{1}{2}(\kappa_i + \lambda_i + \gamma_i)\tau \right\}}{(\kappa_i + \lambda_i + \gamma_i) \left( \exp \{\gamma_i \tau\} - 1 \right) + 2\gamma_i} \right]$$

and

$$B_i(\tau) = -\frac{2(\exp\{\gamma_i \tau\} - 1)}{(\kappa_i + \lambda_i + \gamma_i) \left( \exp \{\gamma_i \tau\} - 1 \right) + 2\gamma_i}.$$

Due to the independence of the factors, the unconditional density of $z_0$ and the transition
density of $z_t$ are simply products of the corresponding univariate densities:

$$p(z_0|\psi) = \prod_{i=1}^2 \frac{1}{\Gamma[\nu_i]\phi_i^{\nu_i}} z_{i,0}^{\nu_i-1} \exp\{-z_{i,0}/\phi_i\}$$

and

$$p(z_t,z_{t-1}|z_t-1,\psi) = \prod_{i=1}^2 \Delta_t \left[ \Psi_i(z_{i,t})/\Phi_i(z_{i,s}) \right]^{(\nu_i-1)/2} \exp \left\{ \Psi_i(z_{i,t}) + \Phi_i(z_{i,s}) \right\} \mathcal{I}_{\nu_i-1} \left[ 2\sqrt{\Phi_i(z_{i,s})\Psi_i(z_{i,t})} \right],$$

where the subscripted coefficients are straightforward factor-specific versions of the
coefficients defined in conjunction with equations (30)–(32).

Table 5 presents in Panel A the QML and SML estimates of the two-factor model with
heterogeneous measurement errors and describes in Panel B the corresponding yield errors.
(the results for homogeneous errors are available on request). The estimators identify two distinctly different factors. The first factor mean-reverts very slowly at a rate of $\kappa_1 = 0.2391$, which implies a weekly autocorrelation of 0.9954 and a half-life of 2.9 years, while the second factor mean-reverts much faster at a rate of $\kappa_2 = 0.7648$, which implies a weekly autocorrelation of 0.9854 and a half-life of 0.9 years. Both factors have a negative market price of risk, with $\lambda_2$ being about twice as large (in magnitude) as $\lambda_1$ (so the second factor co-varies more strongly with the stochastic discount factor). Finally, the estimates of $a_0$, $a_1$, and $a_2$ imply again that the function $h^2(\tau)$ is U-shaped in $\tau$ with a minimum at $\tau = 6.72$, which is consistent with the standard deviations of the measurement errors in Panel B.

Judging by the statistical significance of the parameters corresponding to the second factor, by the differences between the log likelihoods in Tables 3 and 5, or by the differences in the corresponding MSEs of the yield errors, it is obvious that the second factor substantially improves the fit of the model. In particular, the MSEs are uniformly reduced by factors ranging from 3 for the one-year bond to 40 for the eight-year bond.

Comparing the two estimators, the differences between estimates are noticeably larger for the two-factor model than for the single-factor model in Tables 2 and 3. For example, the SML estimate of $\Sigma_1$ is 0.05337 while the QML estimate is 0.04671 (a difference of 4.4 standard deviations). The SML estimate of $\kappa_1$ is 0.2391 while the QML estimate is 0.3933 (a difference of 27.3 standard deviations). These differences between the two sets of estimates are consistent with the Monte Carlo study of Frühwirth-Schnatter and Geyer (1998), which documents increasingly severe biases of QML as the number of factors increases.

Finally, Table 6 reports the means, standard deviations, and MSEs of the yield forecast errors of the two-factor model. Consistent with the improved fit of the model, the magnitude of the MSEs is reduced substantially at all horizons, relative to the forecast errors of the single-factor model in Table 4. Furthermore, the pattern in the results is the same as for the single-factor model. The SML estimates produce less biased forecasts with roughly the same standard deviation (due to the simulation-induced noise) compared with the QML estimates. The resulting MSEs are smaller for all bonds, and the pattern becomes more salient as the forecasting horizon gets longer. This illustrates, once again, that the biases of the QML approach are noticable in practical applications.

### 4.4 Koopman-Shephard Test of Finite Variance

The reliable use of importance sampling requires that the importance sampler exhibits a finite variance. We use the test proposed by Koopman and Shepard (1994) to check this regularity condition. Let $w = \{w_i\}_{i=1,...,L}$ be the simulated importance sampler from SML
estimation, and the log-likelihood can be written as:

\[
\log f(w; \xi, \beta) = -L \log \beta - \left(1 + \frac{1}{\xi}\right) \sum_{i=1}^{L} \log(1 + \xi \beta^{-1} w_i).
\] (38)

Given \(\xi\), only \(1/\xi\) moment exists for \(w\). We need to test whether \(\xi \leq 1/2\) to see whether the importance sampler has finite variance. Write:

\[H_0 : \xi = 1/2 \text{ and } H_1 : \xi > 1/2.\] (39)

Asymptotically,

\[
\sqrt{L}(\hat{\xi} - \xi) \overset{d}{\to} N(0, 2(1 + \xi)).
\]

Under \(H_0\) with \(\xi = 1/2\), we compute an asymptotic signed \(t\)-statistics:

\[t = \frac{\sqrt{L}}{3}(\hat{\xi} - 1/2),\] (40)

and \(H_0\) is rejected when the \(t\)-statistics takes a large positive value.

We report the \(t\)-statistics in Table 7 for the three empirical examples we studied, and we conclude that the importance sampler has finite variance for each of the three cases.

5 Conclusion

In this paper, we proposed a simulated maximum likelihood (SML) method for estimating affine term structure model from noisy panel data that overcomes the problems of the Kalman filter based QML estimates. In particular, we used the importance sampling approach of Durbin and Koopman (1997, 2001a) to correct the likelihood function of the QML estimator for the non-normalities introduced by the affine factor dynamics. Depending on the accuracy of the correction, which is determined by the number of simulations, the quality of the estimator ranges from QML (no correction) to exact ML. We used both a Monte Carlo study and an empirical application to demonstrate the merits of our approach.

A natural extention of our estimation approach is to consider the class of quadratic term structure models (QTSMs) of Beaglehole and Tenney (1992), Constantinides (1992), and Ahn, Dittmar, and Gallant (2002), among others. In the state-space representation of a QTSM, the measurement equation is non-linear but the state-equation is linear and Gaussian. Except for the form of the non-linearities in the measurement equation, this setting is identical to the application of importance sampling-based SML to stochastic volatility.
A Appendix

This appendix provides analytical expressions for the conditional mean $m(z_{t-1})$ and variance $v(z_{t-1})$ of the discrete time factor dynamics (13) used in the Kalman filter recursions. The results here are taken from Fisher and Gilles (1996) and Duffee (2002).

The continuous time factor dynamics are given by the affine diffusion (10). Assume that the $n \times n$ matrix of mean-reversion coefficients $\kappa$ can be diagonalized as follows:

$$\kappa = MDM^{-1}, \quad (A.1)$$

where $D$ is an $n \times n$ diagonal matrix with $\{d_1, d_2, \ldots, d_n\}$ on the central diagonal.\(^7\) Define the transformed factors:

$$z_t^* = M^{-1}z_t, \quad (A.2)$$

which, by Ito’s lemma, have the continuous time dynamics:

$$dz_t^* = D(\theta^* - z_t^*)dt + \Sigma^*S_t^*dW_t, \quad (A.3)$$

where $\theta^* = M^{-1}\theta$, $\Sigma^* = M^{-1}\Sigma$, and $S_t^*$ is a diagonal matrix with $i$th diagonal element:

$$\{S_t^*\}_{ii} = \sqrt{\alpha_i + \beta_i^*z_t^*} \quad (A.4)$$

with $\beta^* = \beta M$. The essential property of these transformed factors is that the drift of each factor is only affected by its own level.

Define the following notation. If $x$ is an $n$-vector, diag$x$ is an $n \times n$ diagonal matrix with elements $\{x_1, x_2, \ldots, x_n\}$ on the central diagonal. If $x$ is an $n \times n$ diagonal matrix, exp$x$ is also an $n \times n$ diagonal matrix with elements $\{\exp{x_{11}}, \exp{x_{22}}, \ldots, \exp{x_{nn}}\}$ on the central diagonal. Finally, the vector $x_i$ is the $i$th column of the matrix $x$.

The conditional mean of the transformed factors is simply:

$$E[z_t^*|z_s^*] = \theta^* + \exp\{-D(t-s)\}(z_s^* - \theta^*)$$

$$= \left[I_{n \times n} - \exp\{-D(t-s)\}\right]\theta^* + \exp\{-D(t-s)\}z_s^*, \quad (A.5)$$

so that the conditional mean of the original factors is given by:

$$E[z_t|z_s] = ME[z_t^*|z_s^*]$$

$$= M\left[I_{n \times n} - \exp\{-D(t-s)\}\right]\theta^* + M\exp\{-D(t-s)\}M^{-1}z_s. \quad (A.6)$$

Deriving an expression for the conditional variance is somewhat more complicated. Write

\(^7\)See Fisher and Gilles (1996) for the more general case when $\kappa$ cannot be diagonalized.
the instantaneous covariance matrix of the transformed factors as:

\[ \Sigma S_i S_i' S_i' \Sigma = \Sigma \text{ diag}[\alpha] \Sigma' + \sum_{i=1}^{n} \Sigma \text{ diag}[\beta_i] \Sigma' z_i^* \]

\[ \equiv G_0 + \sum_{i=1}^{n} G_i z_i^*, \quad (A.7) \]

where \( G_0 = \Sigma \text{ diag}[\alpha] \Sigma' \), \( G_i = \Sigma \text{ diag}[\beta_i] \Sigma' \), and then define the \( n \times n \) matrix:

\[ F(t, s) = G_0 + \sum_{i=1}^{n} G_i E[z_i^* | z_s^*] \]

\[ = G_0 + \sum_{i=1}^{n} G_i [\theta_i^* + \exp\{-d_i(t-s)\}(z_{si}^* - \theta_i^*)]. \quad (A.8) \]

Fisher and Gilles (1996) shows that the conditional variance of the transformed factors can then be written as:

\[ \text{Var}\{z_i^* | z_s^*\} = \int_s^t \exp\{-2D(t-\tau)\} F(t, \tau) d\tau \]

\[ = \int_s^t \exp\{-2D(t-\tau)\} G_0 d\tau + \sum_{i=1}^{n} \theta_i^* \int_s^t \exp\{-2D(t-\tau)\} G_i d\tau \]

\[ + \sum_{i=1}^{n} \left[ (z_{si}^* - \theta_i^*) \int_s^t \exp\{-2D(t-\tau)\} G_i \exp\{-d_i(t-\tau)\} d\tau \right] \]

and

\[ \text{Cov}\{z_{ij}^*, z_{ik}^* | z_s^*\} = G_{0,ij,k} \left( 1 - \exp\{-(t-s)(d_j + d_k)\} \right) + \]

\[ \sum_{i=1}^{n} G_{i,ij,k} \left( 1 - \exp\{-(t-s)(d_j + d_k)\} \right) \]

\[ + \sum_{i=1}^{n} \left( z_{si}^* - \theta_i^* \right) G_{i,ij,k} \left[ \exp\{-d_i(t-s)\} - \exp\{-(t-s)(d_j + d_k)\} \right] \]

\[ \frac{d_j + d_k}{d_j + k - d_i}. \quad (A.10) \]

Collecting terms, we have:

\[ \text{Var}\{z_i^* | z_s^*\} = b_0 + \sum_{i=1}^{n} b_i z_{si}^*, \quad (A.11) \]

so that the conditional variance of the original factors is given by:

\[ \text{Var}\{z_i | z_s\} = M \text{ Var}\{z_i^* | z_s^*\} M' \]

\[ = Mb_0 M + \sum_{i=1}^{n} \left( \sum_{j=1}^{n} Mb_j M' M_j^{-1} \right) z_{si}. \quad (A.12) \]
References


Figure 1: Zero-Coupon Yields

Yields-to-maturity of zero-coupon libor bonds with three-months to ten-years to maturity. Weekly data from April 1987 through December 1999 (666 observations).
Table 1: Sampling Distribution of QML and SML Estimates

Means and standard deviations of SML estimates across 100 Monte Carlo simulations. The true parameter values are $\kappa = 0.8$, $\theta = 0.03$, $\Sigma = 0.15$, $\lambda = -0.5$, $h = 0.005$.

<table>
<thead>
<tr>
<th>Params</th>
<th>QML</th>
<th>SML (L = 100)</th>
<th>SMLE (L = 1000)</th>
<th>SMLE (L = 10000)</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\kappa$</td>
<td>0.7220</td>
<td>0.7992</td>
<td>0.7997</td>
<td>0.8008</td>
</tr>
<tr>
<td>$\theta$</td>
<td>0.0134</td>
<td>0.0247</td>
<td>0.0248</td>
<td>0.0249</td>
</tr>
<tr>
<td>$\Sigma$</td>
<td>0.1090</td>
<td>0.1506</td>
<td>0.1521</td>
<td>0.1487</td>
</tr>
<tr>
<td>$\lambda$</td>
<td>-0.6587</td>
<td>-0.4967</td>
<td>-0.4998</td>
<td>-0.4966</td>
</tr>
<tr>
<td>$h$</td>
<td>0.00562</td>
<td>0.00723</td>
<td>0.00625</td>
<td>0.00622</td>
</tr>
</tbody>
</table>
Table 2: Single-Factor CIR Model with Homogeneous Errors

QML and SML estimates of single-factor CIR model with homogeneous measurement errors in Panel A. Means, standard deviations, and MSEs of corresponding yield pricing errors in Panel B. SML estimates are based on 1000 simulations.

**Panel A: Parameter Estimates**

<table>
<thead>
<tr>
<th>Params</th>
<th>QML Estimate</th>
<th>QML t-Stat</th>
<th>SML Estimate</th>
<th>SML t-Stat</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\kappa$</td>
<td>$4.540 \times 10^{-1}$</td>
<td>29.76</td>
<td>$5.311 \times 10^{-1}$</td>
<td>31.88</td>
</tr>
<tr>
<td>$\theta$</td>
<td>$1.646 \times 10^{-2}$</td>
<td>9.994</td>
<td>$1.428 \times 10^{-2}$</td>
<td>35.19</td>
</tr>
<tr>
<td>$\Sigma$</td>
<td>$1.223 \times 10^{-1}$</td>
<td>79.88</td>
<td>$1.225 \times 10^{-1}$</td>
<td>80.03</td>
</tr>
<tr>
<td>$\lambda$</td>
<td>$-4.417 \times 10^{-1}$</td>
<td>-38.58</td>
<td>$-5.175 \times 10^{-1}$</td>
<td>-42.94</td>
</tr>
<tr>
<td>$h$</td>
<td>$4.243 \times 10^{-3}$</td>
<td>4.780</td>
<td>$4.276 \times 10^{-3}$</td>
<td>11.63</td>
</tr>
<tr>
<td>Log likelihood</td>
<td>42385</td>
<td></td>
<td>42376</td>
<td></td>
</tr>
</tbody>
</table>

**Panel B: Yield Errors**

<table>
<thead>
<tr>
<th>Maturity (Months)</th>
<th>QML Mean ($\times 10^{-4}$)</th>
<th>QML StdDev ($\times 10^{-3}$)</th>
<th>QML MSE ($\times 10^{-5}$)</th>
<th>SML Mean ($\times 10^{-4}$)</th>
<th>SML StdDev ($\times 10^{-3}$)</th>
<th>SML MSE ($\times 10^{-5}$)</th>
</tr>
</thead>
<tbody>
<tr>
<td>6</td>
<td>11.16</td>
<td>5.648</td>
<td>3.314</td>
<td>10.89</td>
<td>5.641</td>
<td>3.300</td>
</tr>
<tr>
<td>12</td>
<td>9.987</td>
<td>4.386</td>
<td>2.024</td>
<td>9.775</td>
<td>4.381</td>
<td>2.014</td>
</tr>
<tr>
<td>24</td>
<td>-12.19</td>
<td>2.263</td>
<td>0.6605</td>
<td>-12.30</td>
<td>2.255</td>
<td>0.6598</td>
</tr>
<tr>
<td>36</td>
<td>-12.74</td>
<td>1.023</td>
<td>0.2671</td>
<td>-12.78</td>
<td>1.024</td>
<td>0.2683</td>
</tr>
<tr>
<td>48</td>
<td>-10.46</td>
<td>1.613</td>
<td>0.3697</td>
<td>-10.44</td>
<td>1.619</td>
<td>0.3711</td>
</tr>
<tr>
<td>60</td>
<td>-6.675</td>
<td>2.581</td>
<td>0.7107</td>
<td>-6.600</td>
<td>2.586</td>
<td>0.7122</td>
</tr>
<tr>
<td>72</td>
<td>-2.253</td>
<td>3.227</td>
<td>1.046</td>
<td>-2.129</td>
<td>3.232</td>
<td>1.049</td>
</tr>
<tr>
<td>84</td>
<td>-0.3794</td>
<td>3.937</td>
<td>1.551</td>
<td>-0.2053</td>
<td>3.944</td>
<td>1.556</td>
</tr>
<tr>
<td>96</td>
<td>3.943</td>
<td>4.285</td>
<td>1.851</td>
<td>4.172</td>
<td>4.293</td>
<td>1.860</td>
</tr>
<tr>
<td>120</td>
<td>6.944</td>
<td>5.029</td>
<td>2.578</td>
<td>7.303</td>
<td>5.040</td>
<td>2.593</td>
</tr>
</tbody>
</table>
Table 3: Single-Factor CIR Model with Heterogeneous Errors

QML and SML estimates of single-factor CIR model with heterogeneous measurement errors in Panel A. Means, standard deviations, and MSEs of corresponding yield pricing errors in Panel B. SML estimates are based on 1000 simulations.

**Panel A: Parameter Estimates**

<table>
<thead>
<tr>
<th>Params</th>
<th>QML</th>
<th>SML</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Estimate</td>
<td>t-Stat</td>
</tr>
<tr>
<td>( \kappa )</td>
<td>( 5.970 \times 10^{-1} )</td>
<td>70.16</td>
</tr>
<tr>
<td>( \theta )</td>
<td>( 7.674 \times 10^{-3} )</td>
<td>9.089</td>
</tr>
<tr>
<td>( \Sigma )</td>
<td>( 9.592 \times 10^{-2} )</td>
<td>62.61</td>
</tr>
<tr>
<td>( \lambda )</td>
<td>( -6.032 \times 10^{-1} )</td>
<td>-79.91</td>
</tr>
<tr>
<td>( a_0 )</td>
<td>(-8.602 )</td>
<td>-22.25</td>
</tr>
<tr>
<td>( a_1 )</td>
<td>(-1.353 )</td>
<td>-15.16</td>
</tr>
<tr>
<td>( a_2 )</td>
<td>( 9.641 \times 10^{-2} )</td>
<td>7.702</td>
</tr>
<tr>
<td>Log likelihood</td>
<td>44858</td>
<td>44778</td>
</tr>
</tbody>
</table>

**Panel B: Yield Errors**

<table>
<thead>
<tr>
<th>Maturity (Months)</th>
<th>QML</th>
<th>SML</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>StdDev</td>
</tr>
<tr>
<td></td>
<td>( \times 10^{-4} )</td>
<td>( \times 10^{-3} )</td>
</tr>
<tr>
<td>3</td>
<td>37.03</td>
<td>9.853</td>
</tr>
<tr>
<td>6</td>
<td>37.73</td>
<td>9.074</td>
</tr>
<tr>
<td>12</td>
<td>32.63</td>
<td>7.779</td>
</tr>
<tr>
<td>24</td>
<td>3.662</td>
<td>5.529</td>
</tr>
<tr>
<td>36</td>
<td>-2.358</td>
<td>3.554</td>
</tr>
<tr>
<td>48</td>
<td>-4.337</td>
<td>2.060</td>
</tr>
<tr>
<td>60</td>
<td>-3.763</td>
<td>0.9450</td>
</tr>
<tr>
<td>72</td>
<td>-1.706</td>
<td>0.2309</td>
</tr>
<tr>
<td>84</td>
<td>-1.539</td>
<td>0.7816</td>
</tr>
<tr>
<td>96</td>
<td>1.557</td>
<td>1.189</td>
</tr>
<tr>
<td>108</td>
<td>2.995</td>
<td>1.627</td>
</tr>
<tr>
<td>120</td>
<td>2.914</td>
<td>2.077</td>
</tr>
</tbody>
</table>
Table 4: Single-Factor CIR Model Forecasts

Means, standard deviations, and MSEs of one-week to one-quarter ahead forecasts of one- to ten-year yields from QML and SML estimates of single-factor CIR model with heterogeneous measurement errors.

<table>
<thead>
<tr>
<th>Maturity (Month)</th>
<th>QML: One-Week Forecast</th>
<th>SML: One-Week Forecast</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>StdDev</td>
</tr>
<tr>
<td></td>
<td>((\times 10^{-4}))</td>
<td>((\times 10^{-3}))</td>
</tr>
<tr>
<td>12</td>
<td>16.31</td>
<td>4.708</td>
</tr>
<tr>
<td>24</td>
<td>-12.65</td>
<td>2.965</td>
</tr>
<tr>
<td>60</td>
<td>-19.68</td>
<td>2.738</td>
</tr>
<tr>
<td>120</td>
<td>-11.60</td>
<td>5.013</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Maturity (Month)</th>
<th>QML: One-Month Forecast</th>
<th>SML: One-Month Forecast</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>StdDev</td>
</tr>
<tr>
<td></td>
<td>((\times 10^{-4}))</td>
<td>((\times 10^{-3}))</td>
</tr>
<tr>
<td>12</td>
<td>-0.9357</td>
<td>5.375</td>
</tr>
<tr>
<td>60</td>
<td>-36.41</td>
<td>3.638</td>
</tr>
<tr>
<td>120</td>
<td>-26.81</td>
<td>5.437</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Maturity (Month)</th>
<th>QML: One-Quarter Forecast</th>
<th>SML: One-Quarter Forecast</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean</td>
<td>StdDev</td>
</tr>
<tr>
<td></td>
<td>((\times 10^{-4}))</td>
<td>((\times 10^{-3}))</td>
</tr>
<tr>
<td>60</td>
<td>-77.52</td>
<td>5.695</td>
</tr>
<tr>
<td>120</td>
<td>-64.17</td>
<td>6.534</td>
</tr>
</tbody>
</table>
Table 5: Two-Factor CIR Model with Heterogeneous Errors

QML and SML estimates of two-factor CIR model with heterogeneous measurement errors in Panel A. Means, standard deviations, and MSEs of corresponding yield pricing errors in Panel B. SML estimates are based on 1000 simulations.

**Panel A: Parameter Estimates**

<table>
<thead>
<tr>
<th>Params</th>
<th>QML Estimate</th>
<th>t-Stat</th>
<th>SML Estimate</th>
<th>t-Stat</th>
</tr>
</thead>
<tbody>
<tr>
<td>$\kappa_1$</td>
<td>$3.833 \times 10^{-1}$</td>
<td>59.49</td>
<td>$2.391 \times 10^{-1}$</td>
<td>45.29</td>
</tr>
<tr>
<td>$\theta_1$</td>
<td>$2.846 \times 10^{-3}$</td>
<td>5.267</td>
<td>$5.958 \times 10^{-3}$</td>
<td>7.134</td>
</tr>
<tr>
<td>$\Sigma_1$</td>
<td>$4.671 \times 10^{-2}$</td>
<td>3.072</td>
<td>$5.337 \times 10^{-2}$</td>
<td>35.10</td>
</tr>
<tr>
<td>$\lambda_1$</td>
<td>$-3.760 \times 10^{-1}$</td>
<td>-63.21</td>
<td>$-2.236 \times 10^{-1}$</td>
<td>-12.71</td>
</tr>
<tr>
<td>$\kappa_2$</td>
<td>$1.171$</td>
<td>63.67</td>
<td>$7.648 \times 10^{-1}$</td>
<td>12.70</td>
</tr>
<tr>
<td>$\theta_2$</td>
<td>$1.874 \times 10^{-2}$</td>
<td>24.91</td>
<td>$2.683 \times 10^{-2}$</td>
<td>10.51</td>
</tr>
<tr>
<td>$\Sigma_2$</td>
<td>$1.879 \times 10^{-1}$</td>
<td>12.36</td>
<td>$2.026 \times 10^{-1}$</td>
<td>13.32</td>
</tr>
<tr>
<td>$\lambda_2$</td>
<td>$-7.641 \times 10^{-1}$</td>
<td>-68.25</td>
<td>$-3.770 \times 10^{-1}$</td>
<td>-13.70</td>
</tr>
<tr>
<td>$a_0$</td>
<td>-10.17</td>
<td>-24.15</td>
<td>-10.50</td>
<td>-33.81</td>
</tr>
<tr>
<td>$a_1$</td>
<td>-1.974</td>
<td>-23.09</td>
<td>-1.814</td>
<td>-18.00</td>
</tr>
<tr>
<td>$a_2$</td>
<td>0.1446</td>
<td>13.01</td>
<td>0.1349</td>
<td>10.20</td>
</tr>
</tbody>
</table>

Log likelihood | 55978 | 55856

**Panel B: Yield Errors**

<table>
<thead>
<tr>
<th>Maturity (Months)</th>
<th>QML</th>
<th>SML</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean ($\times 10^{-4}$)</td>
<td>StdDev ($\times 10^{-3}$)</td>
</tr>
<tr>
<td>3</td>
<td>5.241</td>
<td>4.660</td>
</tr>
<tr>
<td>6</td>
<td>11.78</td>
<td>3.497</td>
</tr>
<tr>
<td>12</td>
<td>16.14</td>
<td>2.128</td>
</tr>
<tr>
<td>24</td>
<td>-0.7875</td>
<td>0.8512</td>
</tr>
<tr>
<td>36</td>
<td>-0.9899</td>
<td>0.4784</td>
</tr>
<tr>
<td>48</td>
<td>-0.9212</td>
<td>0.3110</td>
</tr>
<tr>
<td>60</td>
<td>-0.4420</td>
<td>0.3164</td>
</tr>
<tr>
<td>72</td>
<td>0.4411</td>
<td>0.1502</td>
</tr>
<tr>
<td>84</td>
<td>-0.9520</td>
<td>0.2019</td>
</tr>
<tr>
<td>96</td>
<td>0.6296</td>
<td>0.1569</td>
</tr>
<tr>
<td>108</td>
<td>0.8595</td>
<td>0.2818</td>
</tr>
<tr>
<td>120</td>
<td>0.01689</td>
<td>0.4455</td>
</tr>
</tbody>
</table>
Table 6: Two-Factor CIR Model Forecasts

Means, standard deviations, and MSEs of one-week to one-quarter ahead forecasts of one- to ten-year yields from QML and SML estimates of two-factor CIR model with heterogeneous measurement errors.

<table>
<thead>
<tr>
<th>Maturity (Month)</th>
<th>QML: One-Week Forecast</th>
<th>SML: One-Week Forecast</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean (×10^{-4})</td>
<td>StdDev (×10^{-3})</td>
</tr>
<tr>
<td>12</td>
<td>1.439</td>
<td>3.583</td>
</tr>
<tr>
<td>24</td>
<td>-13.91</td>
<td>3.652</td>
</tr>
<tr>
<td>60</td>
<td>-10.59</td>
<td>2.963</td>
</tr>
<tr>
<td>120</td>
<td>-7.854</td>
<td>2.728</td>
</tr>
</tbody>
</table>

<table>
<thead>
<tr>
<th>Maturity (Month)</th>
<th>QML: One-Month Forecast</th>
<th>SML: One-Month Forecast</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Mean (×10^{-4})</td>
<td>StdDev (×10^{-3})</td>
</tr>
<tr>
<td>24</td>
<td>-36.54</td>
<td>6.734</td>
</tr>
<tr>
<td>120</td>
<td>-21.62</td>
<td>4.817</td>
</tr>
</tbody>
</table>

Table 7: Koopman-Shephard Test

Test of finite variance for the importance sampler from one-factor and two-factor CIR models.

<table>
<thead>
<tr>
<th>Models</th>
<th>ξ</th>
<th>t-stat</th>
</tr>
</thead>
<tbody>
<tr>
<td>Single-Factor CIR Model with Homogeneous Errors</td>
<td>2.061×10^{-1}</td>
<td>-3.098</td>
</tr>
<tr>
<td>Single-Factor CIR Model with Heterogeneous Errors</td>
<td>1.401×10^{-1}</td>
<td>-3.794</td>
</tr>
<tr>
<td>Two-Factor CIR Model with Heterogeneous Errors</td>
<td>2.109×10^{-1}</td>
<td>-3.047</td>
</tr>
</tbody>
</table>