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Summary

We collect experimental data on a modified p-beauty contest across multiple values of p per
subject. Fitting a nonlinear random effects regression model to this newly available panel
data allows us to estimate the probability that a randomly selected person will exhibit play
consistent with k-step reasoning. Our analysis reveals that while some individuals appear to
adopt strategies consistent with k-step reasoning, the proportion of individuals who do so is
likely no more than 27% and probably much lower than that.
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1 Introduction

A p-beauty contest (Moulin, 1986; Nagel, 1995) is a simple multiplayer game that asks each

player to report a number between 0 and 100 (say), the goal being to get as close as possible

to p times the group average. An influential line of previous research has proposed cognitive

hierarchy models (Camerer et al., 2004; Stahl and Wilson, 1995) to explain patterns of game

play observed in beauty contest experiments. Whereas this previous work has focused largely

on understanding theoretical properties of these models and interpreting estimates of model

parameters in light of this understanding, we focus on the more basic problem of inferring

whether or not agents actually use such strategies. We build on earlier work in three respects.

First, we modify the incentives of the game. If each player has a well defined numerical

expectation of what his opponents will do, the usual formulation of the beauty contest implies

that each player’s optimal bid is simply p times this expectation. However, if players have

additional uncertainty about this expectation (so that this expectation is itself a random

variable), the usual formulation poses an intractable optimization problem. Our modified

pay-off function yields the same optimal play as the standard one when a player’s expectation

about his opponent’s play is a single number, but generalizes to the case where it is a random

variable in a manageable way.

Second, we collect new panel data, gathering multiple observations (without feedback)

from each subject across a range of values of p; previous work considers only a single play

per subject at a given value of p. Intuitively, we exploit variation in play across values of

p to identify players’ strategies (their patterns of play) as functions of p and we show that

only certain such functions can arise under any cognitive hierarchy model.

Third, we undertake a flexible statistical analysis which allows us to upper-bound the

probability that a randomly selected subject will exhibit play consistent with a cognitive hi-

erarchy model. We do this by estimating the probability that a randomly selected player will
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have a strategy consistent with one arising via k-step reasoning, a process which generalizes

cognitive hierarchy models.

The paper proceeds as follows. We first review the basics of the beauty contest game

and introduce our variant with a modified pay-off function. We then lay out a notation for

studying k-step reasoning; we show how this framework generalizes earlier works such as the

CH-Poisson model of Camerer et al. (2004) and the “k − 1” model of Crawford and Iriberri

(2007). Using this notation we deduce several necessary properties that must be possessed

by a k-step reasoning strategy as a function of p. Next we describe our experimental design.

Finally, we detail our statistical model and conclude by summarizing the resulting inferences.

2 Preliminaries

2.1 Beauty contests

The goal of each player of the p-beauty contest (Moulin, 1986; Nagel, 1995) is to report a

number b – which we refer to here as a bid – that is as close as possible to p times the whole

group’s average bid. Bids are restricted to lie within some fixed interval (L,U). In this

paper, without loss of generality we fix L = 0 and U = 100. The player bidding closest to p

times the group’s average bid wins a fixed payoff.

We restrict our attention to p ∈ (0, 1), for which the Nash equilibrium is seen to be

0. Every player is trying to undercut everyone else’s bid by the fraction p, driving the

equilibrium strategy to zero. Nonetheless, experiments consistently reveal that many, if not

most, people do not play the zero strategy.

The beauty contest game has two convenient formal properties. First, it is a symmetric

game, meaning that all players have the same payoff function. Second,when the total number

of players, n, is large, one’s own bid negligibly affects the overall group mean, so that the

game is effectively a forecasting game. From this perspective, it becomes natural to ask if
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the observed non-Nash play in the p-beauty game is a result of rational agents acting on the

conviction that their opponents are acting “irrationally” so that the group average is non-

zero. If a given player does not trust that his opponents can reason their way to the Nash

equilibrium strategy, then the Nash equilibrium solution is no longer optimal or rational for

that player.

Accordingly, characterizing players’ beliefs about the strategies others play may be one

route to accurately characterizing empirically observed bidding behavior. We turn to this

topic in the next section. Presently we introduce a modified pay-off function.

2.1.1 A squared-distance payoff beauty contest

Beauty contest games are typically stated as winner-take-all games — a bounty is awarded

to the player who bids nearest to p times the group’s average bid. Factoring in uncertainty

about the bids of your opponents, this optimization is quite involved:

b∗i = arg max
bi

Pr

(
|bi − pM | < min

j
|Bj − pM |

)
M ≡

(
bi +

∑
j 6=i

Bj

)
/n

(1)

where B is a random variable drawn from your opponents’ presumed distribution. This

optimization involves evaluating an expectation over triangular regions of the (B1:n,M)

random variables1.

If agents assume that they know m ≡ E(M) with certainty, then as the number of

opponents grows large the optimal solution approaches p×m, because sampling variability

becomes negligible. That is, M
d→ m, where m is a constant, so that for any distribution over

B1:n the optimal bid (1) is given by pm. However, it is more realistic to assume that players

have only a ballpark idea of the underlying mean m, in the form of a subjective probability

1The contribution of b∗i in the formation M is negligible for large player populations.
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distribution. But when m is a random variable (1) becomes a difficult optimization problem

depending unavoidably on the shape the density over m, which does not concentrate towards

a constant as the player population grows (n→∞).

So, to incorporation this additional layer of uncertainty while maintaining a tractable

optimization problem for the agents, we modify the pay-off function for player i to be pro-

portional to

1− (bi − pM)2

max(100− pM, pM)2
. (2)

Under this square error-based pay-off, a player’s expected pay-off maximizing bid remains

pE(M), where the expectation is taken over all of the many potentially relevant uncertainties

(see e.g. Berger (1980) section 4.4.2 for details). This clearly aligns in the case where m is

presumed to be a known constant.

Additionally, because this utility maximization depends only on ones opponents’ expected

bid, players are free to imagine that their opponents may deviate noisily from their respective

theoretically optimal bids as long as they assume that this stochastic bidding has a well-

defined expectation.

2.2 A random effects k-step thinking model of strategy formation

In this section we introduce notation for handling heterogeneity in strategy formation in

beauty contest games. The heterogeneity comes from two sources: idiosyncratic beliefs

about the strategies of others and the number of iterations one proceeds, conditional on

these beliefs, towards the Nash equilibrium.

Informally, imagine a player pondering her strategy. Suppose she thinks to herself that

most people probably do not get them game and so will just play randomly with some mean,

call it µ0. Under squared-error loss, her optimal bid is thus pµ0. But what if, she reasons,

some people reason as I have just now? Those people would thus play pµ0 and her optimal
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bid would be p times a weighted average of µ0 and pµ0. She now further requires having

beliefs about the relative proportions of the first two types of players. And so on. In this

general flavor, we refer to the totally random players as level-0 players, level-1 players and

so forth.

More formally, for k ≥ 2 let individual i have a k-step strategy if her optimal bid, given

p, can be computed from the following two parameters. First, we have a scalar µ0
i ∈ (0, 100)

which is her expectation as to what the level-0 random players will bid on average (as above).

Next, we have a (k−1)-by-k lower-triangular right stochastic matrix Ωi, which we refer to as

a belief matrix. The bottom row of Ωi represents the individual’s beliefs about the relative

proportions of the various strategy classes below her, while the above rows reflect her beliefs

about the analogous beliefs of each of the corresponding strategy levels below k; the rows

thus associate with strategy levels 2 through k and the columns with strategy levels 0 through

k − 1.

Consider the case k = 3, where Ω has only 2 rows. The bottom row is that players beliefs

about the relative proportion of the three classes (0, 1, 2) below him. The top row is the

beliefs she ascribes to a level 2 player about the relative proportion of level 0 and 1 players

(which need not be proportional). Note that the third element of this row is zero because a

level 2 player does not conceive of the possibility of other level 2 players2,3.

One may compute the (µ0
i ,Ωi)-optimal bid from the following recursion (indexing Ω from

2Similarly, a level-1 players believes that all opponents are level-0 players and level-0 players possess no
beliefs about their opponents at all.

3Note that in general a level-k thinker may bid higher than a level k − 1 thinker; for example a level-3
player who believes that all of his opponents are level-0 thinkers will be indistinguishable from a level-1
player.
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0):

µ1
i = pµ0

i ,

µhi = p

h−1∑
j=0

ωh,jµ
j
i .

(3)

Accordingly, we denote such a player’s optimal bid as µki . Note that the observed bids may

vary randomly about this optimal bid structure provided that the optimal bid is maintained

in the mean and that players themselves are free to acknowledge this without invalidating

(3).

From this general structure we deduce that a k-step thinking strategy satisfies several

easy-to-check conditions: i) at p = 1 if individual i is a non-random player, his optimal bid is

µ0
i , ii) at p = 0 the optimal bid for any non-random player is 0, iii) if individual i is a level-k

player then his optimal bid lies in the interval (pkµ0
i , pµ

0
i ) (this follows from the extreme

cases of assuming that all players are level k − 1 or level-0 players, respectively) and iv) a

k-step iterated reasoning strategy is a positive linear combination of the monomial terms

p1, ...pk, so is strictly increasing in p and convex on (0, 1).

Our statistical analysis seeks to assess the probability that these conditions are satisfied

for a randomly select player from the population.

2.2.1 Cognitive hierarchies

Cognitive hierarchy models represent a special case of our general framework. Let γi denote

the level thinking of player i. Then a cognitive hierarchy model assumes that

1. Ωi = Ωj whenever γi = γj.

2. For γj = γi − 1 > 2, Ωj is the leading principal submatrix of Ωi (rescaled to preserve

right stochasticity).
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It is in the sense of 2 that such models are hierarchical: the belief matrices of lower level

thinkers are nested inside the belief matrices of higher level thinkers. Additionally, many

models assume that µ0
i is common across i and is the true mean of the level-0 players.

For example, k = 3 under the CH-Poisson model of Camerer et al. (2004) yields Ω =

 f(0|τ=2)
f(0|τ=2)+f(1|τ=2)

= 1/3 f(1|τ=2)
f(0|τ=2)+f(1|τ=2)

= 2/3 0

f(0|τ=2)
f(0|τ=2)+f(1|τ=2)+f(2|τ=2)

= 1/5 f(1|τ=2)
f(0|τ=2)+f(1|τ=2)+f(2|τ=2)

= 2/5 f(2|τ=2)
f(0|τ=2)+f(1|τ=2)+f(2|τ=2)

= 2/5

 ,

where f(· | τ) denotes the Poisson probability mass function with parameter τ . Element

(g, h) of this matrix records what a level-3 thinker believes a level g + 1 thinker believes is

the relative proportion of level-(h− 1) thinkers in the population.

As another example, the “k − 1” model of Crawford and Iriberri (2007), Ωk is given by

a matrix with ωg,g+1 = 1 and zeros elsewhere.

3 Experiment and Model

3.1 Beauty contest panel data

Previous cognitive hierarchy models assume a particular relationship between the entries of

the belief matrices Ωi. Our approach avoids such assumptions at the price of sacrificing

identifiability: a player’s strategy, µi(p), does not uniquely define an associated belief matrix

Ωi. What we can ask, however, is if µi(p) could not correspond to any such Ωi by checking

if it fails two necessary, but not sufficient, conditions that a strategy must satisfy if it arose

via a k-step thinking process: that it goes through the origin and that it is convex.

To do this, we must first infer µi(p) for each subject, which we do by collecting data from

subjects across multiple values of p. Our survey was conducted using Amazon’s Mechanical

Turk interface. Web participants (n = 100) were presented with the following instruction:
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Figure 1: This plot depicts CH-Poisson strategies with τ = 2. Notice that beyond 4 steps
of iterated reasoning the strategies become much closer than plausible levels of noise in the
bids. Allowing the level-0 players to deviate from a uniform distribution shifts the set of
curves vertically by raising or lowering the red line; varying τ separates the blue curves more
or less.
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Figure 2: This plot depicts a set of “k − 1” strategies (showing up to 7 steps of iterated
reasoning).
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In this survey you will play a series of 8 number-guessing games. In each game

you will be playing against 99 other randomly recruited participants from across

the world.

In each of the eight games, every player chooses a number between 0 and 100.

Your task is to pick a number (your BID) that is as close as possible to some

fixed percentage of the average bid of all 100 players. This fixed percentage is

given to you and will vary from game to game. Your TARGET bid therefore

depends both on this known percentage and also the unknown average bid across

all participants.

Keep in mind that each of your opponent’s bids will depend on their guess about

how you and all of the others will bid.

In addition to the base participation fee you will be awarded bonus money in

each game based on how close your bid is to the target bid (which is calculated

after-the-fact from all 100 players’ bids). In each game, if your BID turns out to

exactly equal the TARGET, you will receive the largest possible bonus, which is

50 cents. If you are maximally far from the TARGET, you receive no bonus.

Following these instructions, participants were given two examples, one with a low win-

ning bid and the other with a high winning bid, to reduce the possibility that participants

use our values in the example as guidance or anchors (Tversky and Kahneman, 1974) when

estimating their bids. The examples were as follows:

For example, if the pre-specified percentage is 50% and the group average of all

participants turns out to be 40, the TARGET is 50% of 40, or 20. If you played
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20 you would win the maximum 50 cents bonus for this game. If you had bid 60,

you would win only 38 cents, and so on. If you had bid 100 you would receive

no bonus. As a second example, if the pre-specified percentage is 80% and the

group average of all participants turns out to be 70 the TARGET is 80% of 70, or

56. If you played 56 you would win the maximum 50 cents bonus for this game,

with the bonus reducing as you bid further away (higher or lower) than 56.

Furthermore, we clarified the quadratic bonus pay-off scheme for these two examples

using the figures below. The figures made it clear that there were diminishing returns to

bidding further away from the TARGET in either direction.

Figure 3: These plots were used to clarify the nature of quadratic distance pay-off to partic-
ipants.

To summarize and emphasize the strategic nature of the prediction, participants were

told the following before the games begun:

To earn a higher bonus, you want to predict accurately how your opponents will

play. Each individual participant is therefore trying to anticipate the behavior

of the group as a whole.
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The web interface had a Back button using which the participants could go back and

review the instructions before they proceeded. Otherwise, they could proceed to play the

series of 8 games using the Next button. Every participant saw two fixed p-values: 0 (i.e.

0%) and 1 (i.e. 100%). The other 6 values were randomly generated as per the following

scheme: each participant saw two p-values in the range of 1% to 33%, two in the range of

34% to 66%, and then two more in the range of 67% to 99%. Participants were presented

with either p=0% or one number from each of the above three ranges in a random order,

before encountering a second number from the above three ranges in a random order, followed

by p=100%. Thus, the order of p=100% was fixed, and all other numbers were randomly

presented with the provision of showing a second number from the predefined range only

after the participant has encountered the first number from the range. The second number

from any range was just a small increment from the first number in that range. We values of

p=0% and p=100% were used to understand, and possibly screen participants on the basis

of, how well they have grasped the basic instructions of the game. Furthermore, the value

of p=100% was always asked at the end because we immediately followed it up with the

question:

What do you think was the average number of all the 100 players playing this

last game?

We used this as a further check to understand if participants were clear with what they

were expected to do in the game.

After the rounds of predictions were over, we checked participants basic quantitative

aptitude using one question from the Cognitive Reflection Test (Frederick 2005). We followed

this with a question eliciting how participants beliefs about the ability of their opponents

would have influenced their bids. Specifically, we asked them how would their bids have

changed (same, lower, higher, not sure) if they were playing against (a) high school students
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and (b) highly qualified wall street bankers. This question was important since it was

optimal for participants to play Nash equilibrium (or close to the Nash equilibrium) only

if they believed that their opponents were themselves playing optimally, which could have

been influenced by beliefs about how competent their opponents were.

A few demographic questions (age, gender, education) followed. Finally, we included a

“trick” question to understand if the participants were even reading the instructions in the

survey carefully.

For every game, we calculated the ex-post optimal bid and paid each participant their

bonus through Mechanical Turk. The bonus ranged from $0 to $4.00. This was on the top

of the base participation fee of $0.25 which was paid to all the participants.

The raw data for the 100 respondents is shown below.
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Figure 4: The black dots represent data for 100 respondents over eight one-shot beauty
contests. The lack of concentration of bids at p = 1 suggests either substantial optimization
error and/or heterogeneous beliefs about the average bid of level-0 players. The red line
shows the (LOWESS) empirical mean bid and the green line represents the ex post optimal
strategy.

Our exact protocol is available for review at
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http://chicagobooth.qualtrics.com/SE/?SID=SV_b7qckhGOIyvAsJv.

3.2 Statistical model

Our statistical analysis is underpinned by a multi-level statistical model, where each individ-

ual has their own mean regression curve (their strategies). These individual strategies then

share a common prior distribution with unknown (hyper)parameters. In particular, the two

key parameters of this shared prior, ρ and q, will have ready substantive interpretations; for

a randomly selected individual, ρ = Pr(µ(0) = 0) and q = Pr(µ(p) < pµ(1) | µ0), where

µ(1) ≡ µ0.

Our likelihood is given by a truncated exponential distribution with the prescribed mean

µ(p),

bi | µ(θ)i ∼ TruncExp(µ(p), 0, 1), (4)

which is the maximum entropy distribution for a given first moment. Roughly speaking,

this means that the truncated exponential density is maximally non-informative beyond the

information contained in the first moment of the data, which for our pay-off function is the

only feature of the data which appears in the agents’ loss function.

Operationally, we associate µi(p) with a parameter vector θi = (ηi, φi, νi, µ
0
i ); in this

section we suppress the subscript for clarity. These four parameters are used to construct

three “knots” — ordered pairs in the unit square — with horizontal coordinates (0, η, 1) and

corresponding vertical coordinates (φ, ν, µ0). Given these knots, a cubic spline is interpolated

through them such that the resulting curve µ(p) is monotonic if and only if φ ≤ ν ≤ µ0

(specifically we use the R function splineFun() with setting method = ‘mono’)4. A prior

on µ(p) is then induced via a prior on θ.

4This particular interpolation method has the desirable property of mitigating “overshoot”, the amount
by which the interpolated function rises above (resp. below) the largest (resp. smallest) interpolation point;
other choices are available but this one behaves reasonably in our judgment.
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Figure 5: Three curves are shown with associated parameters θred = (0.4, 0.3, 0.7, 0.4), θblue =
(0.5, 0, 0.2, 0.5) and θblack = (0.3, 0, 0.4, 0.7) shown as points. The red curve neither intersects
the origin nor is convex. The black curve intersects the origin but is not convex. The blue
curve both intersects the origin and is convex. Only the blue curve could represent a k-step
thinking strategy.

More specifically, we use the compositional prior

p(η,φ,ν,µ0, q, ρ) = p(ρ, q)
∏
i

p(µ0
i )p(ηi)p(φi | ρ, µ0

i )p(νi | q, ηi, φi, µ0
i ),
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with component parts

µ0
i ∼ Beta(3/2, 1),

ηi ∼ Beta(5, 5),

φi | ρ, µ0
i ∼ ρδ0 + (1− ρ)Beta(cµ0

i , c(1− µ0
i )),

c =
1

2
min (µ0

i , 1− µ0
i )

p(νi | q, ηi, φi, µ0
i ) =


q

(µ0i−φi)ηi+φi
νi ≤ (µ0

i − φi)ηi + φi

1−q
1−{(µ0i−φi)ηi+φi}

νi > (µ0
i − φi)ηi + φi

,

ρ = π1 + π2,

q = π1 + π3,

π = (π1, π2, π3, π4) ∼ Dirichlet(0.6, 0.1, 0.15, 0.15).

(5)

In the φi prior, δ0 denotes a point-mass distribution at 0. Note that ρ and q are shared across
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Figure 6: The prior for νi given (q, ηi, φi, µ
0
i ) shown here for (µ0

i − φi)ηi + φi = 0.4 and
q = 0.7. The area to the left of the discontinuity at 0.4 sums to q.

all individuals (that is, are not subscripted by i). The parameter ρ controls the probability

that a strategy runs through the origin; we will refer to such a strategy as sensible. The
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prior over νi is piecewise uniform with discontinuity at the point where ηi intersects the

line running between (0, φi) and (1, µ0
i ); the parameter q controls the probability that the

resulting strategy is convex in p by controlling the probability that νi is above or below this

line.

Figure 7: A diagram indicating the dependencies encoded in our prior. The dotted box
indicates that there are n such parameter sets, each associated with an individual player and
defining that player’s strategy. The parameters ρ and q are shared across all players.

Because being sensible and playing a convex strategy are likely dependent, we specify ρ

and q in terms of the joint distribution over the 2× 2 table:

Convex Non-convex
Sensible π1 π2

Insensible π3 π4

where ρ is the sum across the first row and q is the sum down the first column. Under

this parametrization, π1 is precisely the probability that a randomly selected person plays a

sensible, convex strategy: in other words, one that is k-step-compliant.

The mean strategy under this prior is a straight line (though individual strategies draw

from it are not, with probability one). Figure 5 shows draws from the prior over µ(p); k-

step-compliant strategies are shown in blue, non-k-step-compliant strategies are shown in

red.
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Figure 8: k-step-compliant strategies are shown in blue, non-k-step-compliant strategies are
shown in red. This plot corresponds to a 60% a priori k-step-compliance probability.

Posterior analysis is conducted via Monte Carlo simulation using a Metropolis-within-

Gibbs approach; computational details are deferred to an appendix.

4 Conclusions

Given our transparent parametrization, our key findings follow directly from the posterior

distribution over π, and functions thereof. In particular, the posterior distribution of π1

represents the probability that a randomly selected person plays according to a k-step-

compliant strategy. We find the posterior mean of this probability to be 16%, with a right

95% quantile of 27%. (By contrast the prior mean was 60% with a right 95% quantile of

99.9%.) Figure 9 depicts a kernel-smoothed Monte Carlo estimate of this posterior density.

Similarly, π1/(π1 + π2) represents the probability that a randomly selected player has a

convex strategy, given that they play sensibly. This rules out individuals who do not, in one

sense, “get” the point of the game. The posterior mean of this probability is 36%, with 95%

posterior credible interval [11%, 60%].
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Figure 9: With high probability, the chance of a randomly selected person playing a k-step-
compliant strategy is less than 27%.
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Figure 10: Conditional on playing sensibly, a randomly selected individual is still as likely
as not to be k-step-compliant.
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In summary, while it is plausible that some individuals arrive at their strategies via k-step

reasoning, many more play strategies which rule out this possibility, even among individuals

who appear to understand the game in the sense of playing a strategy that converges towards

the origin.

Finally, we are able to produce individual strategy estimates, along with posterior point-

wise 95% confidence intervals as well as individual estimates that a given player is following

a k-step-compliant strategy. These plots are shown in the supplementary file

individualSummaries.pdf. What these plots reveal is that many players appear to fail

the convexity criterion, despite exhibiting a general decreasing trend in their bids. This

qualitative observations is supported by the posterior means of ρ and q which are found to

be 42% and 28% respectively; a randomly selected individual has a strategy that is more

likely to be sensible than it is to be convex. This suggests that perhaps people are simply

stopping after one iteration: all of their opponents are assumed to be playing randomly,

resulting in a linear strategy in p.
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